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This Book Is Free

FairByDesign makes this edition of Operational AI Readiness available free
of charge, to read online or to download, with no sign-up. If it is useful to
someone you know, please share the link, fairbydesign.org/operational-ai-
readiness/, rather than the file.

It is free because the problem it describes is not a problem only well-funded
organizations have. AI is already working inside hiring queues, payment
reviews, support desks, security operations and procurement, often in
workflows that nobody can fully see, constrain or reconstruct afterwards.
The people closest to those systems deserve the machinery for governing
them, not a summary of it behind a paywall.

FairByDesign is an independent, reader-funded publication about AI
governance, security and accountability. This book carries no advertising
and no sponsorship.

If you only do one thing after reading, pick the AI workflow you would least
like to explain to an auditor, ask Chapter 3’s five classification questions
about it, and then ask the question this whole book is built around: if this
went wrong tomorrow, could we show what happened?

https://fairbydesign.org/operational-ai-readiness/
https://fairbydesign.org/operational-ai-readiness/
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What You’ll Walk Away With

This book is not a principles document. It is an operating system for teams
already running AI in live workflows. By the time you finish it, you will be
able to do the following:

Inventory every consequential AI workflow in your organization and
classify its actual decision influence honestly, not with the comfortable
fiction most teams use.

Build approval gates where impact justifies friction, with decision grids
that tell reviewers exactly when to approve, escalate, override, or block.

Create an evidence spine that lets your organization reconstruct any
consequential AI-assisted decision after the fact, with logging schema and
field logic you can implement this week.

Design human oversight that survives contact with real work —
not the theoretical “human in the loop” that collapses the moment
reviewers are busy, undertrained, or incentivized to rubber-stamp.

Run a 30-day readiness sprint that produces artifacts, not aspirations.
Inventory, classification, control mapping, evidence schema, test suite, and
sprint retrospective — all scoped to finish within a month.

Prepare for audit and regulatory scrutiny by knowing what
reviewers, regulators, and internal investigators tend to ask — and having
the evidence ready before they ask it.

Interrogate your vendors with a due-diligence question bank that
covers model transparency, logging, data handling, control support,
incident response, and validation.

The appendices include ready-to-use implementation artifacts: sample
policy rules in YAML, a full evidence logging schema with field logic, a
human-in-the-loop workflow specification, a vendor due-diligence question
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bank, and a minimal readiness test suite. These are not decorative. They are
the operational toolkit that turns the argument of the book into work a
team can start this week.



8

A Note on Currency

This book was written in early 2026. Its argument does not depend on any
single deadline, but several of the frameworks it draws on have moved since
then, and a book about evidence should say so plainly. This note records
the developments that matter to readers as of October 2026. Where a
development changed the meaning of a passage, the passage itself has been
corrected. Where it only changed the timing, this note is the place to look.

The EU AI Act (Regulation (EU) 2024/1689) entered into force on 1 August
2024. Its prohibitions and AI-literacy provisions have applied since 2
February 2025, and the obligations for providers of general-purpose AI
models since 2 August 2025, supported by the General-Purpose AI Code of
Practice published in July 2025. In July 2026 the EU adopted the Digital
Omnibus on AI, Regulation (EU) 2026/1744, which entered into force on
27 July 2026. Among other changes, it moves the application of the high-
risk requirements this book draws on most (risk management under Article
9, record-keeping under Article 12 and human oversight under Article 14)
to 2 December 2027 for the stand-alone high-risk systems listed in Annex
III, and to 2 August 2028 for AI embedded in products covered by EU
product-safety law.

None of this changes the book’s argument. Articles 9 and 14 were never
cited here as deadlines. They are cited because they describe, in legal
language, the operating posture that consequential AI needs anyway: risk
management that is continuous rather than ceremonial, and human
oversight that actually functions while the system is in use. The
postponement changes when that posture becomes legally mandatory for
high-risk systems in the EU. It does not change what a governable workflow
looks like. Organizations that treat the extra time as a reason to wait will
reach the new deadline with exactly the gap this book describes.
Organizations that use it to build evidence will not.
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NIST’s AI Risk Management Framework (AI RMF 1.0) and its Generative
AI Profile (NIST AI 600-1) remain the current published versions, and
NIST has said that AI RMF 1.0 is being revised as part of the White House
AI Action Plan. The OWASP Top 10 for Large Language Model Applications
was reissued for 2025. What earlier versions called insecure output
handling is now improper output handling, overreliance is now treated
within the misinformation category, and new entries cover system prompt
leakage, vector and embedding weaknesses, and unbounded consumption.
In December 2025 OWASP also published a separate Top 10 for Agentic
Applications, which bears directly on the tool-using workflows discussed in
Chapters 7 and 9. On the management-system side, ISO/IEC 42001:2023
has been joined by ISO/IEC 42005:2025 on AI system impact assessment
and ISO/IEC 42006:2025 on the bodies that audit and certify AI
management systems. In the United States, Executive Order 14110, which
earlier printings listed among the references, was revoked on 20 January
2025.

These frameworks will keep moving. The questions in this book will not:
what the system is, what it can influence, who owns it, what evidence exists,
how changes are controlled, and who can stop it.
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Introduction — Why AI Governance Fails
in Production

AI governance has a branding problem and an operations problem, and the
operations problem is the one that hurts people. The branding problem is
familiar: vendors, consultants, and internal stakeholders use the language
of responsibility, trust, safety, and governance until the room feels morally
furnished. The operations problem begins five minutes after deployment,
when nobody can clearly answer what the system is allowed to do, what it is
actually doing, who reviews the consequential outputs, what gets logged,
what changed last week, or who has the authority to stop the workflow
when it starts behaving strangely. NIST AI RMF does not describe AI risk
as a one-time documentation exercise; it treats AI risk as a lifecycle-wide,
socio-technical problem involving governance, mapping, measurement,
and management across the system’s development and use. The EU AI Act
pushes in the same direction by requiring documented, maintained risk
management for high-risk systems and effective human oversight while
those systems are in use. PwC’s 2025 survey lands on the same operational
truth from the market side: governance frameworks are now table stakes,
while scaled operationalization remains the hard part.

That gap between policy and production is where this book lives. It is not a
book about whether AI is good or bad, nor is it a book about writing the
prettiest responsible-AI principles page in your company’s design system. It
is a book about whether a live AI-enabled workflow remains governable
once it enters ordinary business reality: deadlines, ambiguity, tool sprawl,
vendor updates, human shortcuts, uneven review habits, and the slow drift
from “helpful assistant” to “quiet decision shaper.” A system does not need
to be fully autonomous to create real operational exposure. It only needs to
influence decisions that matter and do so inside a workflow nobody can
properly inspect, constrain, or reconstruct later. Article 14 of the EU AI Act
matters here because it does not merely praise human oversight in the
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abstract; it expects effective oversight during use, including the ability to
understand limitations, detect anomalies, interpret outputs, avoid
overreliance, and intervene where necessary. That is operational language,
not decorative ethics language.

Most teams do not start out trying to build unaccountable AI. They start
with convenience. A support team wants faster summaries. Recruiters want
help sorting applications. Finance wants anomaly suggestions. Security
wants triage help. Procurement wants vendor responses summarized. None
of those goals sound especially dramatic. That is exactly why they are
dangerous when treated casually. The harm does not usually arrive wearing
a cinematic villain cape. It arrives as a ranking no one questions, a
suggestion that becomes habitual, a generated rationale copied into a case
file, a tool connection added without meaningful review, or a prompt tweak
that shifts behavior in ways nobody notices until the wrong customer,
applicant, employee, or vendor gets caught in the machinery. NIST’s
Generative AI Profile is useful because it says what many deployment teams
already know but often fail to operationalize: currently available pre-
deployment testing for generative AI applications may be inadequate,
applied unsystematically, or poorly matched to the contexts in which
systems are actually deployed. In plainer language, the system that looked
fine in staging may become a problem in production because production is
where context, incentives, and downstream consequences actually show up.

The book uses the phrase operational AI readiness instead of a softer
phrase like “AI maturity.” Maturity can mean almost anything and often
means nothing. Readiness is harsher and more useful. It asks whether a
team can run the system, supervise the system, constrain the system, stop
the system, and explain the system under pressure. If a customer disputes
an outcome, can the organization reconstruct what happened? If a model,
prompt, connector, or retrieval source changes, is there a visible change
trail? If a reviewer disagrees with the model output, can they override it in a
way that is preserved as evidence? If the workflow begins producing odd
behavior at scale, is there a pause or safe-degradation path? NIST AI RMF
supports exactly this kind of operational framing by calling for ongoing
monitoring, system inventory mechanisms, defined roles and
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responsibilities, and executive accountability for AI risk decisions in
development and deployment. Those are not the ingredients of a poster.
They are the beginnings of a control plane.

Throughout this book, five recurring scenarios will do the heavy lifting. The
first is an HR screening assistant that summarizes applicants and drafts
reviewer notes. The second is a finance and payment approval assistant
that flags anomalies and proposes dispositions. The third is a customer-
support dispute assistant that suggests refunds, escalations, and policy
outcomes. The fourth is an internal security copilot that summarizes alerts,
proposes triage steps, and may eventually touch action-capable tools. The
fifth is a procurement and vendor-review assistant that summarizes
contract language and due-diligence responses. These scenarios are
deliberate. They are common enough to feel real, consequential enough to
matter, and different enough to reveal where governance logic breaks when
teams try to use one generic control story for every system. A support
assistant and a security copilot are not the same animal. An HR reviewer
and a procurement analyst do not rely on systems in the same way. A
payment anomaly suggestion and a contract-summary draft do not deserve
identical approval logic. Article 14’s insistence that oversight measures be
appropriate to risk, autonomy, and context is one reason a single lazy
“human in the loop” checkbox is so often useless.

The recurring thread across those scenarios is what I will call the evidence
spine. Every consequential AI workflow needs one, even if the organization
never uses that phrase. The evidence spine is the minimum set of records
and operating facts that allows the organization to answer serious questions
after something happens. Which system produced the output? Which
version was in use? What source material or retrieval context shaped the
result? Was a tool invoked or merely suggested? Did a human review the
output, override it, approve it, or reject it? Was the action executed? Was
there a policy flag, anomaly flag, or escalation? NIST’s production
monitoring language, along with the Generative AI Profile’s support for
source verification and override documentation, gives strong support to
this evidence-centered approach. The frameworks do not prescribe one
universal JSON schema or one magical logging vendor. Good. They should
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not. What they do make clear is that live AI systems require monitoring,
review, documentation, and role clarity if organizations expect to manage
risk honestly.

There is also a business reality here that too much AI writing tiptoes
around. Organizations are adopting AI quickly, but scaled operational
discipline is not keeping pace. McKinsey reports broad AI use while only
about one-third of respondents say they are scaling AI across their
organizations. PwC says that translating principles into scaled operational
processes remains a key challenge. In other words, the market signal is not
simply “AI is hot.” The real signal is that organizations are moving AI into
meaningful workflows faster than many of them are building the controls
needed to supervise those workflows reliably. That mismatch creates both
risk and opportunity. It creates risk for organizations because unmanaged
deployment will eventually collide with security incidents, disputes,
oversight failures, and enforcement pressure. It creates opportunity for
serious teams because the bar is no longer who can write the most noble AI
principles page. The bar is who can make live systems legible under
pressure.

That phrase — legible under pressure — matters. Many systems look
impressive when nobody asks hard questions. They look much less
impressive when a regulator, auditor, executive, investigator, customer, or
internal reviewer asks what changed, who approved the action, why the
model was trusted, what evidence exists, and how the organization knows
the same problem is not happening at scale elsewhere. This is why
governance breaks in production. It does not break because no one had
values. It breaks because the workflow was not built to remain inspectable,
interruptible, and reconstructable once real people started depending on it.
The EU AI Act’s risk-management and oversight requirements matter not
because every reader is building a formally high-risk system under the Act,
but because the operational posture those provisions demand is the same
posture many organizations need anyway if they intend to deploy
consequential AI without drifting into denial.
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So this book takes a blunt position. If a system influences consequential
decisions, then governance is not a policy document sitting politely
upstream from engineering. Governance is the operating discipline
embedded in system design, workflow review, runtime monitoring, change
control, escalation logic, and evidence capture. If those things do not exist,
the system may still function, but it is not operationally ready. It is just
active. There is a difference, and that difference is the entire point of this
book.

The chapters ahead move from definition to diagnosis, from diagnosis to
control design, and from control design to implementation. First, we will
define what operational AI readiness actually is and what it is not. Then we
will examine where risk appears in live systems rather than in abstract
model debates. From there, we will classify decision-influencing systems
honestly, build the minimum viable control stack, design human oversight
that can survive contact with real work, create an evidence spine, address
LLM and agent security risks, handle change without pretending only
model swaps count, insert approval gates where impact justifies friction,
and finally build a realistic thirty-day readiness sprint that produces
artifacts rather than aspirations. The closing chapters will deal with
enforcement, audit scrutiny, and the harder cultural question: how to make
these controls normal enough that engineering teams actually keep using
them.

If that sounds less glamorous than most AI futurism, good. Glamor does
not help much when the wrong applicant is filtered out, the wrong payment
is approved, the wrong customer dispute is escalated, the wrong security
action is triggered, or the wrong vendor risk is waved through because a
generated summary looked confident. Production does not care how
elegant your principles were. Production cares whether the system stayed
governable.
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Glossary of Key Terms

Operational AI Readiness: The condition in which a live AI-enabled
workflow can be supervised, constrained, interrupted, changed, and
evidenced in a disciplined way under normal use and under stress.

Decision Influence: The capacity of an AI system to shape human decisions
through rankings, summaries, recommendations, framing, or attention
direction, even when the system lacks formal decision authority.

Evidence Spine: The minimum set of records and operating facts that
allows an organization to answer serious questions after something
happens in a consequential AI workflow. Includes system identity, version
information, context provenance, reviewer actions, and downstream
execution status.

Minimum Viable Control Stack: The smallest set of operational
components that allows a consequential AI workflow to remain owned,
reviewable, observable, and interruptible. Comprises system inventory,
named ownership, human oversight, runtime visibility, approval gates,
change control, and validation with incident readiness.

Approval Gate: A named point in a workflow where a consequential AI-
influenced output or action must receive explicit human review and
authorization before proceeding. Defined by trigger conditions, reviewer
role, information requirements, decision options, and evidence obligations.

Control Path: The observable chain of review, approval, escalation, and
override steps through which a consequential output passes before
becoming operational action.

Workflow Governability: The degree to which a live AI-enabled workflow
can be inspected, constrained, interrupted, and reconstructed by the
organization that operates it.
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Override Event: An instance in which a human reviewer rejects, revises, or
redirects an AI-generated output or recommendation. Override events are
diagnostic signals, not merely bureaucratic milestones.

Automation Laundering: The practice of routing AI-generated outputs
through a nominally human review step that is structurally designed to
produce near-automatic ratification rather than genuine oversight.

Consequence Domain: The area of impact a workflow may affect, such as
employment, financial outcomes, customer treatment, security posture,
legal position, or vendor risk.

Change Memory: The organizational capacity to record, retrieve, and
explain what changed in a workflow, when it changed, why it changed, and
what validation occurred. Applies to models, prompts, retrieval sources,
tool permissions, interfaces, and vendor behavior.
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Chapter 1 — What Operational AI
Readiness Is

A useful term earns its place by eliminating confusion. “Operational AI
readiness” is useful because it distinguishes a live, controllable, evidence-
producing system from a merely deployed one. Organizations deploy AI
every day without being ready to govern it. A model is connected to a user
interface, a prompt is added, a retrieval layer is plugged in, or a copilot
appears inside a familiar work tool, and suddenly everyone speaks as if the
existence of the workflow proves the existence of control. It does not. NIST
AI RMF is a helpful corrective because it treats AI risk management as a
continuing set of governance, mapping, measurement, and management
activities rather than as a one-time launch ceremony. Its guidance on
system inventories, defined roles and responsibilities, ongoing monitoring,
and executive accountability points toward an operational posture in which
systems remain supervised and explainable after they enter use.
Operational readiness begins where mere activation ends.

The most important distinction is this: readiness is not the same thing as
capability. A team may have a highly capable AI system and still be
operationally unready. That happens when the system performs useful
work but the surrounding workflow lacks clear ownership, approval logic,
logging, review discipline, or interruption authority. The opposite can also
happen: a system may be relatively simple, but because it is tightly scoped,
well monitored, and governed by disciplined workflow controls, it may be
more operationally ready than a flashier system with broader functionality.
This is why the book refuses to measure seriousness by the sophistication of
the model alone. In practice, the surrounding controls often matter more
than marginal model brilliance. Article 9 of the EU AI Act reinforces this
mindset by requiring a documented and maintained risk management
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system for high-risk AI and describing that system as continuous and
iterative across the lifecycle. That language is hostile to the fantasy that a
capable model plus a one-time review equals operational adequacy.

Consider the customer-support dispute assistant that will recur throughout
this book. On paper it sounds modest. It reviews case notes, summarizes
the dispute, pulls relevant policy text, and proposes one of three outcomes:
refund, escalation, or rejection. Nobody looking at the original pitch deck
would necessarily classify this as a grand ethical challenge. It is just support
efficiency. Then ordinary life intervenes. Senior agents begin trusting the
summaries because the queue is full. New agents use the proposed outcome
as a shortcut because they lack confidence. Policy retrieval becomes noisy
after new documentation is added. A prompt change makes the assistant
less cautious in edge cases. A manager notices that refunds have dropped
and feels quietly pleased. Then a cluster of customer complaints arrives,
and the organization realizes it cannot easily reconstruct what the system
recommended, why it recommended it, which policy references were
surfaced, or when human reviewers merely accepted its judgment because
it sounded competent. The system was useful. It was not ready.

That example shows why readiness must be defined at the level of workflow
governability. A workable definition is this: operational AI readiness is the
condition in which a live AI-enabled workflow can be supervised,
constrained, interrupted, changed, and evidenced in a disciplined way
under normal use and under stress. Several pieces of that definition matter.
“Live” matters because this is about systems in use, not laboratory
evaluation. “Workflow” matters because most consequential risk emerges
across interfaces, handoffs, connectors, and human reliance patterns rather
than inside one isolated model call. “Supervised” matters because systems
influencing outcomes must not be allowed to become socially unreviewable.
“Constrained” matters because not every plausible action should be
allowed. “Interrupted” matters because graceful stopping is part of safety.
“Changed” matters because models, prompts, retrieval sources, and tools
evolve. “Evidenced” matters because organizations eventually need to
explain themselves to somebody. NIST and the AI Act support each of these
ingredients even though neither source uses this exact sentence. The
sentence is an operational synthesis, not a quoted formula.
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To make the concept practical, it helps to break readiness into six concrete
questions. First, what is the system and what is it for? Second, what can it
influence? Third, who owns it and who reviews its consequential outputs?
Fourth, what evidence exists about its behavior in use? Fifth, how are
changes controlled? Sixth, who can stop it? These questions sound almost
embarrassingly simple, which is part of the problem. Many organizations
discover, under scrutiny, that they cannot answer them cleanly. The system
may have a product manager, a security reviewer, a business sponsor, and a
vendor contact, yet still no one can answer who has operational authority
over high-impact outputs in practice. The system may have logs, yet not the
right logs. It may have a reviewer, yet not a reviewer with meaningful
context or override power. NIST’s expectations around inventory, role
definition, ongoing monitoring, and leadership responsibility map naturally
onto these six questions.

Operational readiness also requires a different attitude toward scope.
Teams often ask whether a system is “high risk” in some formal legal sense
before they ask whether it is operationally consequential. That ordering is
backwards for internal control design. Legal classification matters,
especially in regulated contexts, but from an engineering and workflow
perspective the first question is more basic: does this system influence
decisions or actions in a way that can materially affect people, money,
access, safety, security, employment, rights, or legal position? If yes, then
stronger operational controls are warranted whether or not the internal
team has completed a formal regulatory analysis. Article 14’s emphasis on
human oversight, anomaly detection, interpretation, and avoidance of
overreliance is especially useful here because it recognizes that human
dependence on outputs can itself be part of the risk profile. A tool does not
need full autonomy to create meaningful control needs.

This is where the notion of decision influence becomes more honest than
the binary distinction between “decision-making” and “assistive.” Many
organizations hide behind assistive labels because they know that once a
system is described as merely advisory, people tend to relax. Yet an
advisory system can still direct attention, compress review time, shape
rationales, alter queue order, or frame the decision space so strongly that
the nominal human decision-maker becomes a downstream rubber stamp.
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The HR screening assistant is an obvious example. Suppose it does not
reject applicants automatically. Fine. If it summarizes candidates, ranks
them informally, and drafts reviewer notes that nudge humans toward
particular conclusions, it can still materially influence who receives serious
attention. Operationally, that matters more than the comforting semantic
trick that “the human still decides.” Readiness therefore requires teams to
notice not only what the system is technically authorized to do but how
humans are likely to rely on it in practice. Article 14’s instruction that
human overseers must be able to avoid overreliance on outputs is an
unusually sharp legal acknowledgement of this reality.

Another reason readiness must be defined operationally is that AI systems
change through more channels than teams admit. People tend to think in
terms of model upgrades because those are visible and dramatic. But many
meaningful behavior changes happen elsewhere. A prompt is rewritten. A
system prompt is shortened to improve speed. A new knowledge base is
added for retrieval. A new connector enables tool calls. A vendor alters
safety settings. A template is changed to sound more “confident.” A review
queue is restructured so that novice staff rely on outputs more heavily than
senior staff used to. None of those changes may register as a “major AI
release,” yet each can shift behavior in consequential ways. That is one
reason Article 9’s lifecycle-wide, continuously updated risk-management
logic matters so much. It supports an operational discipline that watches
the whole workflow, not just the headline model version.

A team that is operationally ready therefore behaves differently from a
team that is merely enthusiastic. It inventories systems before they
disappear into daily routine. It defines intended purpose and excluded uses
early. It assigns ownership and review responsibilities clearly enough that
the answer does not change depending on who is asked. It identifies where
human oversight must occur before consequential actions are taken. It
decides what evidence must exist if the workflow is challenged later. It
treats prompt edits, retrieval changes, tool additions, and vendor behavior
shifts as potential control events rather than harmless tweaks. It knows
what conditions trigger pause, escalation, rollback, or additional validation.
None of this requires a giant bureaucracy. It requires adult memory. NIST
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AI RMF supports that stance precisely because it is less interested in
governance as symbolism than in governance as integrated operating
discipline.

At this point it is worth saying what operational AI readiness is not. It is not
a certification badge. It is not a generic maturity score. It is not a promise
that the system will never fail. It is not the existence of an AI policy on an
intranet page. It is not an ethics committee that reviews presentations but
never touches workflows. It is not a model card no one consults. It is not a
logging firehose that records everything and explains nothing. It is not a
human reviewer who sees only the final answer and has no power to block
action. It is not a vendor questionnaire completed once and forgotten. It is
not a belief that because the system helps employees rather than customers,
the stakes are somehow low. These misunderstandings matter because they
produce a false sense of seriousness. Teams feel mature because they have
artifacts; meanwhile, the workflow itself remains uninspectable,
uncontrolled, or socially untouchable once people grow accustomed to it.

The customer-support dispute assistant can help clarify the difference. A
not-ready organization launches it with minimal fanfare. Agents see a
suggested outcome, click around, and sometimes follow it. Complaints are
handled case by case. Logs exist somewhere. When an escalation occurs,
the team scrambles to gather screenshots, chat logs, policy references, and
human recollections. No one is sure whether the system used the current
policy version or an older one. Nobody can quickly determine whether a
recent prompt change altered the assistant’s refund posture. Leadership
asks what happened and receives a half-forensic, half-mythological
narrative assembled from fragments. A more ready organization looks
different. The system has a named owner. Intended purpose and
boundaries are documented. High-impact cases require review. Model,
prompt, and retrieval versions are identifiable. Review outcomes and
overrides are recorded. A recent prompt change is visible in the change log.
The system can be paused if anomaly rates rise. The second organization
has not abolished risk. It has simply built a workflow that can survive
questions.
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The book will keep returning to the phrase evidence that holds up under
pressure. In ordinary times, vague control stories can survive because no
one insists on precision. Under pressure, vagueness becomes expensive.
The point of operational readiness is not to produce beautiful paperwork
for its own sake. It is to reduce the gap between what the organization
believes it is controlling and what it can actually show, explain, and
intervene in once live conditions become messy. NIST AI RMF’s production
monitoring language and the Generative AI Profile’s emphasis on override
documentation and verification tasks are especially useful here because
they shift attention from intention to observability. Systems should not be
trusted because someone once believed them to be acceptable. They should
be trusted only to the extent that their behavior remains sufficiently visible,
bounded, reviewable, and correctable in context.

The rest of the book builds that idea into something a team can actually
use. But first, the reader needs to see where risk appears in the live
workflow itself. It is not enough to know that readiness matters. The next
chapter will walk the runtime path: input, prompt assembly, retrieval,
generation, tool use, human reliance, execution, and reconstruction.
Because once you see where risk actually shows up, governance stops
feeling like a moral lecture and starts feeling like engineering.
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Chapter 2 — Where Risk Appears in Live
AI Systems

The most expensive lie in AI deployment is that risk lives mainly in the
model. That lie is attractive because it simplifies responsibility. If the model
is the problem, then the hard work belongs to model builders, vendors, or
distant evaluation teams. Everyone else gets to behave like a downstream
consumer of intelligence. Real systems do not work like that. In live use,
risk accumulates across the workflow: input handling, prompt assembly,
retrieval, model generation, tool invocation, reviewer behavior,
downstream execution, and later reconstruction. NIST’s Generative AI
Profile is blunt on the point that matters most here: current pre-
deployment testing approaches may be inadequate, applied
unsystematically, or poorly matched to deployment contexts. NIST AI RMF
adds that system functionality and behavior should be monitored in
production. Those two ideas together are devastating to the fantasy that
launch approval is the main governance milestone.

To see why, take the internal security copilot scenario. Imagine a system
that summarizes alerts, clusters related events, drafts triage notes, and
proposes next actions. Perhaps in its first version it does not execute
actions automatically. Even then, the workflow contains multiple risk
surfaces. The incoming data may be noisy, adversarial, incomplete, or
skewed toward familiar alert patterns. The prompt may frame the system
toward speed over caution. The retrieval layer may surface outdated
runbooks or contradictory playbooks. The model may generate a confident
but sloppy summary. The analyst, overwhelmed by alert volume, may
overtrust the summary. Later, if the organization tries to reconstruct why a
particular triage step was taken, it may discover that the relevant context
was never tied together in a useful trace. None of those problems requires
the base model to be uniquely defective. The workflow itself manufactures
risk.
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This is why the runtime path matters more than the marketing diagram. A
realistic path often looks something like this: user or system input enters
the workflow; context is assembled; optional retrieval runs; the model
generates a response; optional tools are suggested or invoked; the human
reviewer sees some portion of the output; the workflow either executes an
action or stores the result; and, much later, someone may try to understand
what happened. Every stage is a chance for error, abuse, overconfidence, or
ambiguity. OWASP’s LLM Top 10 is useful here because it names several of
these failure patterns at the application layer rather than treating risk as a
mystical property of “AI.” Prompt injection attacks the context boundary.
Improper output handling (called insecure output handling in earlier
editions of the list) turns generated content into a downstream exploit or
unsafe instruction path. Excessive agency expands what the system can do
when given tools or action privileges. And the list’s misinformation
category, which since the 2025 edition is where overreliance lives, captures
the very human tendency to trust plausible output more than it deserves.

The first live risk surface is input and context assembly. Most people hear
“prompt injection” and imagine a cartoonishly malicious user typing
“ignore previous instructions.” That can happen, but the broader lesson is
simpler: anything that enters the context window may affect the model’s
behavior, including user input, retrieved material, pasted documents, prior
conversation state, and system-injected instructions. When teams treat all
context as equally trustworthy, they hand the model a blended soup of
authority. This matters in the customer-support dispute assistant as much
as in the security copilot. A dispute assistant that retrieves outdated policy
language or includes adversarial text from a customer message inside the
context stack may produce responses that sound grounded while being
subtly misdirected. Prompt assembly is not clerical plumbing. It is one of
the primary places where live behavior gets shaped. OWASP’s treatment of
prompt injection and NIST’s emphasis on verification are both reminders
that context handling is a control surface.

The second risk surface is retrieval and external grounding. Retrieval is
often presented as the clean antidote to hallucination. Sometimes it is.
Other times it is just a fast path to confidently citing the wrong internal
document. The problem is not retrieval itself; the problem is ungoverned
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retrieval. Which sources are permitted? How are they versioned? Are stale
policies archived out of the main retrieval path? Are contradictory sources
flagged? Can the system expose what references it relied on? NIST’s
Generative AI Profile is especially helpful here because it recommends
reviewing and verifying sources and citations in outputs. That is a practical
signpost for engineers: if your system uses grounding or cites authority,
source visibility cannot be treated as an optional luxury feature.

The procurement and vendor-review assistant makes this concrete.
Suppose the assistant summarizes a vendor’s security questionnaire and
highlights “low concern” findings. It retrieves prior questionnaire
responses, contract terms, and internal risk notes. If retrieval mixes last
year’s questionnaire with this year’s contract addendum and nobody can
see the provenance cleanly, the assistant may produce a summary that
sounds coherent while flattening important changes. Later, someone may
say the system “hallucinated.” That diagnosis is often too flattering. The
system may have simply combined real but mismatched sources inside a
weakly governed retrieval flow. The operational fix is not prayer. It is
tighter source boundaries, traceable references, and reviewer visibility into
what the summary relied on.

The third risk surface is generation and formatting. Models do not merely
answer questions; they package reality in persuasive form. A generated
paragraph, ranked list, triage note, or recommendation can make
uncertainty feel solved. This is one reason overreliance is so dangerous. The
model does not need to generate nonsense to be harmful. It only needs to
generate something plausible enough that the human relaxes prematurely.
Article 14 matters here because it explicitly expects oversight arrangements
to help humans avoid overreliance and correctly interpret outputs. That is a
direct challenge to teams that think human presence alone is enough. A
human who sees only a polished answer without relevant context may be
less of a safeguard than management imagines.

The HR screening assistant reveals this especially well. Imagine that it
summarizes applicants into short structured profiles and drafts interviewer
talking points. None of that sounds like automatic rejection. Yet the
formatting itself may influence outcomes. A candidate framed as
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“borderline but promising” gets different attention than one framed as
“weak on core qualifications,” even if the underlying evidence is ambiguous.
If the system compresses rich human profiles into a few signals and a
confident narrative, the reviewer may inherit the model’s framing without
fully noticing it. This is where risk appears in live use: not always as explicit
prohibition, but as the quiet shaping of human attention and judgment.

The fourth risk surface is tool use and action pathways. A system that only
generates text is one thing. A system that can take or trigger action is
another. OWASP’s category of excessive agency exists for a reason. The
moment a workflow allows the model to call tools, submit requests, send
messages, change records, or trigger downstream automation, the control
question changes from “is the answer plausible?” to “what exact action path
is this system allowed to enter, under what conditions, with what review?”
The internal security copilot is the easiest example, but the finance
assistant works too. If a finance model can draft anomaly dispositions, that
is one level of exposure. If it can automatically open or close case states,
route funds, release holds, or update payment status, that is a very different
operational design.

The fifth risk surface is human review behavior. This is the one most
organizations pretend not to see because it is socially awkward. Reviewers
are busy. They get tired. They anchor on confident language. They inherit
queue pressure. They learn shortcuts from peers. They become more
trusting when the system is often right and less attentive exactly when
vigilance is needed most. Article 14’s language about understanding
limitations, detecting anomalies, interpreting outputs, and avoiding
overreliance is almost a legal acknowledgment that the human reviewer is
part of the system and can fail in predictable ways. A review step with no
context, no training, no override authority, and no time is not meaningful
oversight. It is ritual.

The finance and payment approval assistant shows this sharply. Suppose it
flags suspicious requests and proposes “approve,” “hold,” or “escalate.” In a
low-volume environment, a reviewer may inspect each case carefully. In a
high-volume week, the reviewer may begin trusting the system’s pattern
recognition and only scrutinize the outliers. That means the operational
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risk is no longer just the model’s error rate. It is the combined pattern of
model behavior, case volume, reviewer fatigue, and approval design. If the
organization never logs reviewer overrides or tracks where reviewers simply
accept the recommendation, it will have almost no way to tell whether the
control is functioning or whether the human has already become a courtesy
signature. NIST’s support for documenting overrides is especially
important here because it transforms human intervention from folklore
into evidence.

The sixth risk surface is downstream execution. Generated content is not
harmless just because it began as text. Improper output handling matters
because systems often pass model outputs into templates, tickets,
commands, emails, forms, scripts, or other applications. Even when direct
execution is blocked, generated content may still shape what happens
downstream. A support assistant’s proposed email may escalate a legal
dispute. A procurement assistant’s summary may reduce scrutiny of a weak
vendor answer. A security copilot’s recommendation may change the
analyst’s response tempo. Risk therefore continues after generation. It
moves into the environment the output enters. OWASP’s emphasis on
improper output handling exists precisely because the application
boundary is where generated content stops being “just language” and starts
affecting the world.

The seventh risk surface is reconstruction after the fact. This is the one
teams ignore until they absolutely need it. Once a customer dispute,
adverse action challenge, incident review, or executive escalation occurs,
the question becomes brutally simple: what happened? If the organization
cannot answer which model or prompt version was in use, what source
material informed the output, whether a human reviewed it, whether any
policy flag was triggered, and whether the action was executed, then the
workflow is not merely hard to audit. It is hard to govern in any meaningful
sense. NIST AI RMF’s call for production monitoring and the Generative AI
Profile’s support for source verification and override documentation both
point toward the same operational conclusion: traceability is not a luxury
feature for serious systems. It is part of the control design.
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The phrase evidence spine here becomes more than an appealing
metaphor. In practical terms, the evidence spine should let the organization
tie together system identity, version information, input class, retrieval
references, tool requests, reviewer status, override events, action outcome,
and timing. The exact schema will come later in the appendix, and any
sample schema there will be presented as implementation guidance, not as
a mandatory framework artifact. What matters here is the principle: if a
consequential AI workflow cannot be reconstructed under scrutiny, its
operators are flying on memory and confidence. That is not governance.
That is storytelling with timestamps.

The point of mapping these runtime risk surfaces is not to terrify the reader
into paralysis. It is to move the control conversation away from abstract
fear and toward concrete design. Once you can see where risk appears —
context assembly, retrieval, generation, tool use, human review, execution,
reconstruction — you can start inserting controls where they matter. You
can decide what should be blocked, what should be reviewed, what should
be logged, what should be versioned, and what should trigger pause or
escalation. That is the real bridge from governance rhetoric to engineering
practice.

But before control design can be honest, classification has to be honest too.
Teams often under-classify systems by hiding behind assistive language or
by pretending that because a human remains nominally involved, the
system does not materially influence outcomes. The next chapter deals with
that dodge directly. It asks how to classify decision-influencing AI without
lying to yourself, your reviewers, or your future incident report.
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Chapter 3 — Classifying Decision-
Influencing AI Without Lying to Yourself

Classification is where many organizations begin negotiating with
themselves. The system is described as “assistive,” “experimental,”
“advisory,” or “human-supervised,” and those labels are expected to do
moral and operational work they cannot actually do. A workflow does not
become low consequence just because the team gives it a soft name. NIST
AI RMF defines AI systems broadly as systems that generate predictions,
recommendations, or decisions influencing real or virtual environments.
That definition is useful precisely because it does not let teams hide behind
narrow fantasies of full automation. A system can influence outcomes long
before it becomes the final actor in the chain. Article 9 of the EU AI Act
adds another useful discipline by requiring identification and analysis of
known and reasonably foreseeable risks across the lifecycle. Together, those
sources support a more adult form of classification: not “what comforting
label would we like to use?” but “how does this system actually shape
decisions, actions, and exposure in the workflow where it is used?”

The first principle of honest classification is that decision influence matters
even when decision authority appears to remain human. Organizations
often pretend that as long as a human clicks the final button, the AI system
remains merely assistive. That is nonsense in many real workflows. A
ranking can influence which cases get attention first. A summary can shape
what evidence a reviewer notices. A suggested rationale can frame how a
decision is justified. A triage note can determine whether a security event is
treated as noise or threat. Human presence does not erase AI influence.
Article 14’s language about avoiding overreliance on outputs is a direct clue
that the law itself recognizes this problem. The system does not need to
substitute for the human entirely to create a meaningful control issue; it
only needs to steer the human in a consequential context.
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The HR screening assistant makes this painfully obvious. Suppose the tool
reads resumes, compares them to job criteria, and generates short reviewer
notes highlighting strengths, weaknesses, and suggested interview
priorities. The organization may proudly say the tool does not reject
applicants. Fine. But if the reviewer begins the day with thirty candidates
and limited time, the summary becomes the opening lens through which
each person is seen. If the language is subtly slanted, if the system
compresses certain kinds of experience poorly, or if the reviewer develops a
habit of trusting the tool’s framing, the system materially influences
outcome allocation even without a formal rejection button. That influence
should change how the organization classifies the workflow internally. It
deserves stronger oversight, evidence, and review design than a trivial
scheduling assistant would need.

The second principle is that classification should be based on what the
workflow can affect, not merely what the model technically produces. A
team may say, “The model just outputs text.” That statement can be true
and still miss the point. Text can trigger actions. Text can shape decisions.
Text can become a case note, an explanation, a recommendation, an
escalation, or a record that later justifies action. The finance and payment
approval assistant is a useful example. Suppose it flags suspicious payment
requests and drafts a recommended disposition for a reviewer. Even if the
system never releases funds directly, it can still influence whether
transactions are delayed, escalated, or approved. That means it touches
money, operational continuity, and potentially customer or vendor
relations. The workflow should be classified according to that consequence
profile, not according to the comforting technical observation that the
model itself only emits prose.

The third principle is that context of use outranks generic system
descriptions. The same core model can sit inside radically different
operational settings. An internal writing assistant used for brainstorming
meeting notes is one thing. That same base capability used to summarize
applicant records, triage fraud cases, or guide security actions is another.
Article 14 supports this contextual reading because it expects oversight
measures to be proportionate to risk, autonomy, and the context of use.
That destroys the lazy hope that one generic internal label such as “copilot”
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or “assistant” can stand in for real classification work. Context determines
what can go wrong, who can be harmed, what evidence is needed, and
where review must occur.

The procurement and vendor-review assistant shows why this matters. A
summarization tool used to condense public white papers into internal
bullet points may be low consequence. The same type of tool used to
summarize security questionnaires, contract terms, and vendor answers for
procurement committees is not low consequence in the same way. It can
influence supplier selection, due-diligence findings, contractual exposure,
and later audit review. The base capability did not become morally
transformed; the operational context changed. Honest classification follows
the context, not the marketing label.

The fourth principle is that classification must account for reasonably
foreseeable misuse, not just intended use. Article 9 matters here because it
requires the identification and analysis of known and reasonably
foreseeable risks. Teams often treat foreseeable misuse as an optional extra
— something to discuss if there is time after the real product planning is
done. That is backwards. Misuse is often part of the real workflow destiny
of a system. People repurpose tools. Managers stretch intended boundaries
when under pressure. Users discover shortcuts. Reviewers rely on outputs
in contexts that were never formally approved. A system designed for
support summarization may drift into adverse-action explanation drafting.
A tool meant to assist analysts may slowly become the main triage
mechanism. If that drift is predictable, it belongs inside classification.

This is especially important for the customer-support dispute assistant.
Imagine the system was introduced to help summarize complaint histories
and surface relevant policy text. That sounds manageable. Then someone
notices the assistant is surprisingly good at drafting denial explanations,
and soon the same workflow is being used to generate language that
materially shapes customer outcomes and later complaint records. The
intended use was summarization. The foreseeable misuse was quasi-
decision drafting. Honest classification notices that possibility early and
sets boundaries accordingly. Dishonest classification shrugs until the
workflow is already doing more than the intake form admitted.
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A practical internal classification method therefore needs to be simple
enough to use and sharp enough to resist euphemism. I recommend five
classification questions. First, does the system influence a decision or
action rather than merely help with generic drafting or low-stakes
productivity? Second, can that influence materially affect money, access,
employment, eligibility, security, legal position, safety, or rights? Third, can
the system trigger, recommend, or accelerate downstream actions, even
indirectly? Fourth, is it foreseeable that humans will overrely on the system
because of speed, workload, or confidence effects? Fifth, if an adverse event
occurred, would the organization need to reconstruct the workflow in detail
to explain itself? If the answers begin to cluster around yes, the system
should be treated as operationally consequential and placed on a stronger
readiness path.

That readiness path is not the same thing as a final legal determination
under every regime. This distinction matters. Internal operational
classification should be broader and faster than formal legal classification.
Legal classification often requires narrower scoping, counsel involvement,
jurisdictional interpretation, and product-specific analysis. Operational
classification asks a simpler question: does this workflow deserve stronger
controls now because it influences outcomes in ways that are hard to
unwind later? Waiting for formal legal certainty before inserting basic
controls is one of the dumbest ways to manage consequential systems. It
confuses the threshold for legal exposure with the threshold for adult
operational discipline.

There is also a political reason teams under-classify systems. They fear
friction. Stronger classification often implies more documentation, more
review, more logging, more accountability, and sometimes slower
deployment. People naturally resist that, especially when they are under
pressure to show AI progress. McKinsey’s finding that only about one-third
of respondents say they are scaling AI across their organizations is useful
background here. Broad use does not automatically translate into deep
operational integration, and one reason is that serious integration requires
real workflow change, not just enthusiastic demos. PwC’s observation that
translating principles into scaled operational processes remains difficult fits
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the same pattern. Classification is often where organizations first confront
that reality. They realize that if they classify honestly, they will have to build
controls honestly too.

The internal security copilot exposes another common dodge: the belief
that because a system is used by skilled professionals, the workflow
automatically carries lower governance burden. In practice, skilled users
can still overrely on persuasive summaries, especially under high workload
and alert fatigue. A security analyst may spot prompt injection risks faster
than a casual employee, but that does not eliminate the need for tool
restrictions, review discipline, or evidence capture. In some ways, expert
environments create more subtle risks because the organization assumes
expertise will compensate for weak workflow design. It often does not.

Honest classification therefore requires humility. It asks teams to assess
not only what the system is supposed to do but how people will actually use
it under ordinary and stressful conditions. It asks whether the workflow can
shape outcomes materially even if the final button remains human. It asks
whether review behavior is likely to degrade under pressure. It asks
whether future reconstruction will matter. It asks whether foreseeable
misuse is already visible in the shadows of the design. Those are not
glamorous questions, but they are the kind of questions that prevent
incident reports from reading like shocked improvisation.

By the end of classification, a team should be able to say three things
clearly. It should be able to state the system’s intended purpose and
excluded uses. It should be able to state the domains of consequence the
system may influence. And it should be able to state whether the workflow
belongs on a stronger operational control path. If it cannot say those three
things without hand-waving, the classification work is not done. It is just
socially padded.

Once classification stops lying, control design can begin honestly. That is
the purpose of the next chapter. We will build the minimum viable control
stack — the smallest set of operational components that allows a
consequential AI workflow to remain owned, reviewable, observable, and
interruptible once it is live.
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Chapter 4 — The Minimum Viable
Control Stack

Once a team has classified a workflow honestly, the next question is
unavoidable: what is the minimum set of controls that makes the system
governable in practice? The temptation here is to either overbuild or
underbuild. Overbuilders create a cathedral of forms, committees, and
slow-moving abstraction. Underbuilders convince themselves that one
reviewer, one logging stream, and one vague policy sentence count as
operational discipline. Neither approach scales well. The answer is a
minimum viable control stack: not everything that could possibly be done,
but the minimum set of controls that allows a consequential AI workflow to
remain visible, constrained, accountable, and correctable. NIST AI RMF
provides strong support for the categories that belong in that stack because
it explicitly calls for mechanisms to inventory AI systems, define roles and
responsibilities, monitor functionality and behavior in production, and
assign accountable risk decision-making. Article 9 and Article 14 reinforce
the same posture by requiring lifecycle risk management and effective
human oversight.

The first component of the stack is system inventory. This sounds boring
because it is boring, which is exactly why organizations neglect it until they
have too many hidden systems to manage coherently. Inventory is not a
spreadsheet fetish. It is the precondition for knowing what exists, what
depends on what, and which workflows deserve scrutiny. NIST explicitly
supports mechanisms to inventory AI systems according to organizational
risk priorities (GOVERN 1.6). That means the organization should know
which systems are in use, who owns them, what they are intended to do,
what dependencies they rely on, what domains of consequence they touch,
and what review path applies to them. If the organization cannot list its
consequential AI-enabled workflows cleanly, it is not yet governing AI. It is
merely surrounded by it.
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The finance and payment approval assistant is a good example of why
inventory matters. In many companies, something like this starts small:
perhaps a model summarizes exception cases or flags suspicious patterns
for a payments team. Then it acquires a new vendor connector, a new
prompt template, a new rules overlay, and gradually becomes part of
several adjacent workflows. If the organization still describes it as “that
finance helper thing,” it has already lost control of the system boundary.
Inventory forces clarity. What is the system called? What does it do? What
interfaces exist? What high-impact paths are in scope? Those questions are
not bureaucracy for its own sake. They are the beginning of operational
memory.

The second component is named ownership and role clarity. NIST AI RMF
supports defining and differentiating roles and responsibilities for human-
AI configurations and oversight (GOVERN 3.2), and it assigns executive
leadership responsibility for risk decisions associated with AI development
and deployment (GOVERN 2.3). Ownership sounds obvious until you ask
who actually owns a live workflow when something goes wrong. The
product manager may own feature delivery. The engineering manager may
own service reliability. The security team may own threat response. The
business unit may own process outcomes. Legal may care only after a
dispute. Audit may appear after the fact. Unless the workflow has a named
operational owner and a clear reviewer or approver role for consequential
outputs, responsibility will dissolve exactly when clarity is needed most.

The HR screening assistant makes this problem easy to see. Suppose the
recruiting operations team uses the assistant daily, engineering maintains
the integration, HR leadership sponsors the project, and an outside vendor
supplies the model. When a candidate challenge arises, who owns the
operational explanation? If the answer is a meeting invitation with six
people on it, the ownership model is weak. The minimum viable control
stack therefore requires a named workflow owner and named oversight
roles for consequential review points. Those roles do not eliminate
collaboration. They eliminate diffusion.
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The third component is human oversight that has real timing and real
authority. Article 14 is especially strong here because it does not merely say
there should be human involvement somewhere. It requires effective
oversight during use and expects humans to understand limits, detect
anomalies, interpret outputs, avoid overreliance, and intervene where
necessary. That means a viable control stack cannot rely on symbolic review
after action has already occurred. Review has to happen at the right point in
the workflow, with sufficient context, and with genuine power to block,
revise, or escalate the outcome. A reviewer who sees only the final text and
lacks authority to stop the action is not much of a control.

This matters in the procurement assistant scenario. If the assistant
summarizes vendor due-diligence responses and flags “low concern” or
“requires escalation,” the review point cannot be a vague expectation that
“someone in procurement will look at it eventually.” The stack needs a
designated reviewer role, a point in the workflow where the summary is
examined before consequential vendor decisions proceed, and a record of
that review. Otherwise the summary becomes operationally authoritative
without anyone admitting it.

The fourth component is runtime visibility and evidence capture. NIST AI
RMF calls for the functionality and behavior of AI systems to be monitored
in production (MEASURE 2.4), and the NIST Generative AI Profile adds
especially useful operational guidance around reviewing and verifying
sources and citations and documenting override events. Together these
support the idea that consequential workflows need an evidence spine, not
just generic infrastructure logging. Basic application logs may tell you that a
request occurred. They often do not tell you enough about what the AI
workflow did, what context it used, whether a reviewer intervened, or
whether an action was executed. The minimum stack therefore includes
traceable runtime visibility tied to workflow meaning rather than only
system uptime.

The customer-support dispute assistant shows how much this matters. If a
customer later disputes a denial or refund outcome, the organization
should not be forced to reverse-engineer the event from scattered logs,
memory, and screenshots. It should be able to identify the workflow
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version, the relevant policy references, the output class, whether a reviewer
approved or rejected the recommendation, and whether any override
occurred. That is what evidence capture is for: not voyeuristic data
hoarding, but disciplined reconstruction.

The fifth component is approval gates for high-impact actions. Not every
AI-influenced workflow needs the same level of friction. That would be silly
and unsustainable. But some workflows need named human approval
before action proceeds because the impact justifies it. Article 14’s
intervention logic and NIST’s override documentation guidance support
this structure. The key is specificity. Teams should know what kinds of
actions require approval, what reviewer role is authorized to grant it, and
what must be recorded when approval occurs or is denied. A stack without
approval logic tends to drift toward silent straight-through processing,
which is precisely where human oversight claims become weakest.

The finance assistant is the obvious example. A system that proposes
routine categorization of low-risk expense lines may not need named
approval on every step. A system that materially influences payment
release, fraud escalation, customer refund outcomes, access revocation, or
adverse employment language almost certainly does. The point of the
control stack is to insert friction where consequences justify it, not to
smother every workflow equally.

The sixth component is change control. Article 9’s lifecycle-wide,
continuously updated risk-management requirement is one of the cleanest
legal supports for this category. Change control in AI workflows cannot be
limited to base-model upgrades. Prompt edits, retrieval-source changes,
policy updates, tool additions, connector permissions, safety setting
changes, and vendor behavior shifts can all alter live system behavior. A
viable control stack therefore needs a way to record material changes,
evaluate them, validate them proportionately, and decide when rollback or
extra review is required. Without change control, operational readiness
decays quietly through a thousand “small tweaks” that nobody later
remembers well enough to explain.
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The internal security copilot shows how deceptive this can be. Suppose no
base model changes occur for two months, so the team feels stable. During
the same period, however, a new prompt template is introduced, a new
external threat feed is added to retrieval, and a connector is enabled so the
system can prepopulate incident tickets. On paper, no major AI release
happened. In reality, the live control profile changed substantially. Change
control exists to stop this kind of unacknowledged drift from hiding behind
technical semantics.

The seventh component is validation and incident readiness. The NIST
Generative AI Profile supports red-teaming, field testing, performance
assessment, and monitoring the effectiveness of controls. That means the
control stack cannot end at design and approval. It needs validation under
realistic conditions and a plan for what happens when the workflow
misbehaves. Incident readiness does not mean assuming disaster every day.
It means knowing how the workflow is paused, who is notified, what
evidence is preserved, and how impact is assessed when a problem
emerges. A system that cannot fail coherently is not ready, however
polished its interface may look.

These seven components — inventory, ownership, effective oversight,
runtime visibility, approval gates, change control, and validation with
incident readiness — form the minimum viable stack because removing any
one of them leaves a major blind spot. Remove inventory and the
organization loses boundary clarity. Remove ownership and responsibility
diffuses. Remove oversight and outputs drift into action without
meaningful human control. Remove runtime visibility and the workflow
becomes hard to reconstruct. Remove approval gates and high-impact
actions can slip through on persuasive output alone. Remove change
control and the workflow evolves without memory. Remove validation and
incident readiness and the team will discover weaknesses only when
someone else is already angry.

This stack is deliberately minimal in category count, but it is not trivial in
operational effect. It changes how teams talk about AI systems internally.
Instead of asking only whether the feature works, they ask whether the
workflow is owned, reviewable, observable, and interruptible. Instead of
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celebrating deployment as the finish line, they treat deployment as the start
of a disciplined operating relationship with the system. Instead of trusting
labels like “assistive” to do control work, they encode review and evidence
logic where impact demands it.

The next chapter turns one of these components into its own full subject
because it deserves more than a passing mention. Human oversight is
usually discussed badly — either as an empty checkbox or as an unrealistic
dream that a human will notice everything. Chapter 5 will deal with what
human oversight actually means in live workflows, who it belongs to, what
reviewers need to see, and why timing and authority matter more than the
mere existence of a human body somewhere nearby.
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Chapter 5 — Human Oversight That
Actually Works

Human oversight is probably the most abused phrase in AI governance.
People say it as if a human somewhere in the process automatically
neutralizes risk, like parsley sprinkled over a greasy plate. In practice, most
bad oversight designs fail for one of four reasons: the review happens too
late, the reviewer sees too little, the reviewer has too little authority, or the
review is so rushed and habitual that it becomes ceremonial. The regulatory
sources discussed in this book give us enough support to talk about
oversight like adults instead of like interns decorating a slide.

Real oversight begins with timing. The reviewer must see the output at the
point where intervention still matters. Post hoc review is useful for
learning, audit, and incident analysis, but it is not the same thing as
oversight of live consequential action. If the AI-generated recommendation
has already triggered payment release, access revocation, applicant
rejection, or customer escalation, a later human glance does not count as
effective oversight for that action. This sounds obvious until you look
closely at real workflows. Many organizations put the human on the wrong
side of the consequence. They review samples later, or they monitor
dashboards, or they expect managers to examine trends weekly, while
individual outcomes have already moved through the system. That is not
meaningless, but it is not the same thing as a live control point.

The finance and payment approval assistant makes the timing issue easy to
see. If the assistant proposes whether to approve, hold, or escalate a high-
value transaction, then the human oversight point must sit before the
transaction status changes in a consequential way. The reviewer should not
merely receive a report the next day that the assistant handled twenty-
seven cases and seemed mostly accurate. For those twenty-seven cases, the
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meaningful oversight moment either existed or did not. Once organizations
see that clearly, many of their existing “review processes” suddenly look like
postcards from a control that never really arrived.

The second ingredient is context. Reviewers need enough information to
make a real judgment rather than rubber-stamping persuasive output.
Article 14’s references to understanding capacities and limitations,
interpreting outputs correctly, and detecting anomalies all imply that the
human must see more than a polished answer. In practical terms, that
means a reviewer may need to see input class, key context, relevant policy
references, retrieval sources, confidence or risk signals where available,
flagged anomalies, and the reason the workflow routed the case for review.
Without that context, the human does not review the system’s reasoning
space so much as inherit it. The system hands over a conclusion, and the
human becomes a ceremonial receiver.

The HR screening assistant reveals this problem with embarrassing clarity.
If a recruiter sees only a neat AI summary and a suggested set of concerns
or strengths, the review is already constrained by the model’s framing. The
recruiter may not know what was omitted, which evidence was emphasized,
or whether the system handled nonstandard career paths poorly. Real
oversight would allow the reviewer to inspect the source inputs, understand
the boundaries of the model’s interpretation, and reject or revise the
framing rather than just react to it. This is why oversight design is
inseparable from interface design. If the interface shows only the output,
the oversight becomes narrower than the organization imagines.

The third ingredient is authority. A reviewer who cannot block, revise,
escalate, or pause does not meaningfully oversee the system. They merely
witness it. Article 14’s support for override and interruption matters
because it makes authority central rather than decorative. A practical
oversight role needs explicit powers. Can the reviewer reject the output?
Can they request a second review? Can they trigger escalation? Can they
stop the workflow when anomaly thresholds or policy flags appear? Can
they suspend the system’s use in a specific context if repeated issues arise?
Without authority, oversight is moral theater performed by people who will
still be blamed later.
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The customer-support dispute assistant is a good example of how weak
authority creates false comfort. Suppose agents are told they remain
responsible for final decisions, but the workflow gives them only two
buttons: “accept recommendation” or “escalate to manager,” with strong
queue pressure and no clean way to document disagreement or identify
retrieval problems. That is thin oversight. The agent may technically choose
not to follow the recommendation, but the workflow has not really given
them interpretive power or structured intervention. A better design would
allow rejection with reasons, flagging of suspect source references, and
routing to a second review path for policy conflicts. Oversight becomes real
when the workflow assumes disagreement is possible and worth recording.

The fourth ingredient is operational realism about human behavior. Article
14’s warning against overreliance is important because it acknowledges that
humans are not flawless correction layers. They are workload-sensitive,
habit-forming, socially influenced actors. If the system is often useful,
reviewers will tend to trust it more. If queues are heavy, scrutiny will
narrow. If the model writes in a polished, confident style, reviewers may
unconsciously defer to it. If management rewards speed, the review step
may quietly become a checkbox. Oversight design must assume these
dynamics rather than pretending human presence cures them. This means
limiting review to the cases that truly need it, surfacing the right contextual
information, building escalation logic, training reviewers on system
boundaries, and recording override patterns so the organization can tell
whether humans are actually exercising judgment or just inheriting
machine prose. NIST’s support for documented roles and NIST GAI’s
support for documenting override events both reinforce this operationally
grounded approach.

The internal security copilot exposes another oversight trap: the myth that
experts need less structured review because they “know better.” In reality,
expert users often face high-speed, high-volume environments where
persuasive summaries are especially tempting. A senior security analyst
may spot nonsense faster than a generalist, but that does not make
unconstrained reliance a good design. If the copilot begins suggesting
containment steps, ticket priorities, or correlation narratives, the analyst
still needs a workflow that preserves room for challenge, exposes the
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sources or signals behind the suggestion, and records when the
recommendation is accepted, rejected, or revised. Expertise helps, but
workflow structure still matters.

A useful way to think about oversight is to split it into four functions. The
first is interpretive oversight, where the human assesses whether the output
makes sense in context. The second is approval oversight, where the human
decides whether the output may proceed to action. The third is exception
oversight, where the human handles anomalies, conflicts, or policy flags the
system cannot resolve safely. The fourth is interruptive oversight, where the
human pauses or halts the workflow because something broader appears
wrong. Most organizations treat “human in the loop” as if it were one thing.
It is not. Different workflows need different combinations of these
functions, and different roles may hold different pieces of authority.

The procurement and vendor-review assistant is a helpful illustration. A
procurement analyst may exercise interpretive oversight by checking
whether the summary accurately reflects the vendor’s answers. A security
reviewer may provide approval oversight before a risk rating is accepted. A
senior risk owner may provide exception oversight when answers conflict
or reveal sensitive exposure. A system owner or governance lead may need
interruptive authority if repeated retrieval failures or misclassifications
appear across vendors. Calling all of that simply “human oversight” hides
the design challenge. Breaking it into functions makes the workflow legible.

Oversight also fails when organizations refuse to choose where it should
occur. Some teams spray human review across too many points, creating
expensive friction without clarity. Others place it nowhere meaningful
because they fear slowing the system down. The better approach is selective
insertion at consequential points. Review belongs where action becomes
hard to reverse, where output ambiguity is high, where policy conflicts are
likely, or where harm domains justify deliberate friction. A scheduling
assistant does not need the same oversight design as an HR screening
assistant. A low-risk internal summarization tool does not need the same
approval structure as a finance assistant influencing payment disposition.
Article 14’s context-sensitive structure supports this selective approach.
Oversight should be proportional, not theatrical.
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Another subtle oversight failure appears when organizations treat reviewer
disagreement as noise instead of signal. If the human repeatedly overrides
the system, something valuable is happening: the workflow is generating
evidence about model limits, retrieval issues, policy ambiguity, or review
design. NIST’s support for documenting override events matters because
these records are not merely defensive artifacts. They are diagnostic tools.
If reviewers often reject outputs in one scenario class, that pattern may
justify additional validation, tighter prompts, narrower scope, or different
approval rules. Oversight is not only there to catch mistakes one by one. It
is there to make the system teach the organization where the control design
is weak.

The strongest oversight designs therefore share a few traits. They place
review at meaningful points in the workflow. They show reviewers enough
information to exercise judgment. They give reviewers real authority to
block, revise, escalate, or pause. They record what happened. They assume
humans are susceptible to overreliance and design for that reality. They
treat disagreement and overrides as valuable evidence rather than as
embarrassing friction. And they scale oversight selectively, according to
impact, context, and reversibility, instead of pretending all workflows
deserve the same ceremonial human glance.

The customer-support dispute assistant can now be seen more clearly
through this lens. A weak oversight design would show the agent only the
proposed decision, expect speedy confirmation, and record almost nothing
beyond the final action. A stronger design would expose the relevant policy
references, make the risk or ambiguity visible, let the agent reject or revise
the recommendation, require escalation for certain edge cases, and record
the decision path. The difference is not philosophical. It is operational. One
design produces governable work. The other produces plausible deniability
until a complaint arrives.

Human oversight that actually works is therefore not a slogan but a
workflow architecture choice. It defines who sees what, when they see it,
what they can do, and what record remains after they act. Once that is in
place, the next question becomes unavoidable: how does the organization
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make the live system visible enough that it can reconstruct behavior, detect
drift, and survive scrutiny? That is the job of runtime visibility and the
evidence spine, which comes next.
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Chapter 6 — Runtime Visibility and the
Evidence Spine

A live AI workflow that cannot be reconstructed under scrutiny is not
operationally ready, no matter how elegant its interface looks. This is the
point where many organizations discover they have confused logging with
visibility. They have infrastructure logs, authentication logs, maybe even
application traces, but they do not have an evidence spine that ties together
the parts of the workflow that actually matter when a consequential output
is challenged. NIST AI RMF is clear that AI system functionality and
behavior should be monitored in production, and the NIST Generative AI
Profile adds two particularly useful operational signals: teams should
review and verify sources and citations where relevant (action MS-2.5-
003), and they should monitor and document instances where human
operators override system outputs or decisions (action MS-4.2-004). Those
instructions do not prescribe one universal architecture, but they absolutely
support the idea that consequential AI systems need runtime observability
designed around meaning, not just around uptime.

The phrase evidence spine is useful because it shifts the question from
“what can we log?” to “what must we be able to show later?” In ordinary
software systems, logging is often centered on debugging, performance, or
security telemetry. In AI-enabled workflows, those things still matter, but
they are not enough. The organization also needs to know which system
produced the output, which version of the workflow or prompt was active,
what context or retrieval sources informed the result, whether any tool
action was proposed or executed, whether a human reviewed the output,
whether an override occurred, and what happened downstream. A
consequential workflow without this kind of spine becomes difficult to
explain even internally, let alone to an auditor, regulator, customer, or
executive who wants more than a soothing story.
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The customer-support dispute assistant makes this problem concrete.
Imagine a customer claims that a refund was wrongly denied. The
organization should be able to answer several questions without
improvising. What version of the assistant handled the case? What policy
sources were retrieved and surfaced? Did the output recommend denial,
refund, or escalation? Did a human reviewer accept or override that
suggestion? Was there a risk flag or ambiguity indicator? Was the final
decision executed as recommended or changed by the reviewer? If those
questions cannot be answered, then the workflow was not merely hard to
investigate. It was designed without serious reconstruction in mind. That is
the opposite of readiness.

A strong evidence spine begins with system identity and version clarity.
Organizations often track model version loosely while ignoring prompt
versions, retrieval configurations, rules overlays, and connector states. That
is a mistake because meaningful behavior shifts often occur outside the
base model. Article 9’s lifecycle-wide risk-management logic supports
treating the broader workflow as part of the control object rather than
pretending only core model changes count. In practical terms, runtime
records should let the organization identify not only the model or service
version but the workflow configuration that shaped the result. If a model
remains constant but the prompt template changes, or the retrieval source
set changes, or a policy overlay changes, the system’s behavior may shift
materially. A trace that captures only “model X was used” is better than
nothing, but it is not enough for consequential workflows.

The procurement and vendor-review assistant is a useful example here.
Suppose the organization later discovers that contract summaries became
less cautious around indemnification language. A shallow logging design
may show only that the same vendor model was in use. A better evidence
spine reveals that the system prompt changed to encourage more concise
outputs, that a newer internal clause library was added to retrieval, and
that the reviewer override rate rose shortly after the change. Suddenly the
organization is dealing with evidence instead of folklore. This is what
runtime visibility is for: converting vague suspicion into structured
operational knowledge.
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The second pillar of the evidence spine is context provenance. This matters
most in workflows using retrieval, document grounding, multi-step
prompting, or agent-like behavior. If the system retrieves internal policy
text, customer records, vendor questionnaires, security notes, or prior case
data, the organization should know which sources were available and which
sources actually informed the output where feasible. NIST’s
recommendation to review and verify sources and citations in outputs is
especially valuable because it legitimizes what many engineers already
suspect: provenance is not a nice-to-have in grounded systems. It is part of
making outputs reviewable and defensible.

The HR screening assistant benefits from this approach as well, even if the
team initially thinks provenance is overkill. If the assistant generates
reviewer notes based on job criteria, candidate materials, and internal
evaluation guidelines, then the organization should be able to identify
which criteria version applied and what source materials the output relied
on. Without that, reviewers and later investigators are left guessing about
whether the model compressed the right information, skipped important
context, or leaned on outdated guidance. Provenance gives structure to
oversight because it lets the reviewer inspect not only what the model said
but what the model had in front of it.

The third pillar is review and override traceability. NIST’s support for
monitoring and documenting override instances matters here because
human oversight is not operationally meaningful if it leaves no coherent
record. If a reviewer rejected an output, revised it, escalated it, or paused
the workflow, that event should exist as part of the trace, not as a memory
or screenshot. This is not only about defensibility after harm. It is also
about learning. If reviewers frequently override outputs in a certain
context, the organization has discovered a weakness in prompt design,
retrieval quality, workflow scope, review timing, or model behavior.
Without traceable override data, those signals disappear into anecdote.

The finance and payment approval assistant shows how much value lives in
that data. Suppose reviewers are overriding “approve” recommendations
for a certain category of transactions more often than expected. That may
indicate the model struggles with a specific exception pattern, or that the
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retrieval layer is surfacing incomplete policy context, or that reviewers
simply do not trust the output style in that class of case. Whatever the
cause, the override data gives the team something measurable to
investigate. A workflow with no review traceability forces the organization
to infer all of this from outcomes alone, which is much weaker and much
slower.

The fourth pillar is action outcome linkage. Generated outputs are not the
end of the story. What matters in many workflows is what happened next.
Did the system merely recommend an action? Did a tool request get
triggered? Did a downstream system execute something? Did a human
carry out the recommendation manually? Did the case remain pending?
OWASP’s concern with improper output handling and excessive agency is
highly relevant here because once outputs begin to influence downstream
actions, the workflow requires clearer boundaries and clearer evidence of
what crossed from suggestion into execution. If a team cannot tell whether
an unsafe action was merely proposed or actually carried out, its incident
response and its governance claims are both on shaky ground.

The internal security copilot is the clearest illustration. A summary that
suggests isolating a host is one thing. A system that auto-populates a
response ticket with that recommendation is another. A system that can
trigger a containment workflow is something else again. The evidence spine
must distinguish among these states because operational risk changes as
the workflow moves closer to action. This is also why generic “AI used here”
labels are useless during incident review. The real question is what role the
system played in the action path and whether that role is visible in the
evidence.

The fifth pillar is retention discipline tied to purpose. A serious evidence
spine is not the same thing as endless retention. Teams need enough
traceability to support incident response, dispute handling, internal review,
and audit needs, but that does not mean every token of every interaction
must be retained forever. The right retention approach depends on the
workflow’s consequence profile, governance obligations, privacy
constraints, incident response needs, and internal policies. The key
operational point is that retention decisions should be deliberate and
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documented, not accidental side effects of whatever the default logging
system happens to keep. NIST does not hand out a universal retention
number, which is probably for the best. What it does do is force
organizations to think about monitoring, review, and accountability in a
way that makes accidental opacity much harder to defend.

For high-risk systems under the EU AI Act, part of this decision is no longer
left entirely to the organization. Article 12 requires high-risk systems to
allow the automatic recording of events over their lifetime, and Article
26(6) requires deployers to keep the logs those systems generate, to the
extent the logs are under their control, for a period appropriate to the
system’s intended purpose and of at least six months unless other law
provides otherwise. Those provisions set a floor for one category of system.
They do not tell anyone which fields make a log useful for reconstruction.
That remains the organization’s design problem, and it is the problem the
evidence spine exists to solve.

At this stage it is worth drawing a distinction between debugging logs and
evidence records. Debugging logs help engineers diagnose faults, timeouts,
integration failures, or unexpected responses. Evidence records help
organizations explain what happened in consequential cases. There is
overlap, but they are not identical. A debugging log may capture latency,
request size, and endpoint errors. An evidence record may need to capture
reviewer action, context provenance, risk flags, and workflow outcome.
Teams that assume their existing logs are “good enough” often discover
later that they preserved exactly the wrong things for oversight purposes.

The customer-support and procurement scenarios illustrate this difference
well. In the support workflow, incident reconstruction may depend on
whether policy references were retrieved and whether the reviewer
overrode the recommendation. In procurement, the key issue may be which
questionnaire version and clause library were in play when the system
summarized a vendor’s position. Traditional logs rarely tell that story
cleanly unless the workflow was intentionally designed with evidence in
mind.
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A useful evidence spine therefore answers three classes of questions. The
first class is what did the system have? That includes model or workflow
version, context sources, retrieval references, and policy overlays. The
second class is what did the system do? That includes generated output,
risk labels, tool requests, escalation flags, or routing decisions. The third
class is what did humans and downstream systems do next? That includes
approvals, rejections, overrides, actions executed, or cases paused. If those
three classes can be tied together coherently, the organization has the
bones of a governable workflow. If not, it is running on optimism and
screenshots.

This chapter does not argue that every organization needs the same
observability stack, the same trace schema, or the same storage design.
Those are implementation choices, and later chapters plus the appendix
will offer practical patterns. What this chapter does argue, with strong
support from NIST and with additional force from OWASP and the AI Act’s
lifecycle logic, is that consequential AI workflows need visibility designed
around accountability, not merely performance. Runtime visibility is not an
accessory. It is what makes everything else in the control stack real enough
to survive pressure.

And once an organization can see what the workflow is doing, the next hard
question appears: how does it defend the workflow against the specific
security and misuse patterns that LLM-based systems and agent-like
workflows introduce? That is the purpose of the next chapter.



52

Chapter 7 — Security Controls for LLM
Apps and Agent Workflows

Security work gets strange around AI because people alternate between two
bad instincts. One instinct treats AI systems as so magical and novel that
ordinary security thinking becomes irrelevant. The other treats them as just
another software feature and assumes traditional controls can simply be
pasted on with minor adjustments. Both instincts miss the point. LLM-
based applications and agent-like workflows do not abolish normal security
principles, but they do rearrange where and how risk appears. OWASP’s
Top 10 for Large Language Model Applications is useful precisely because it
drags the conversation out of mysticism and back into specific application-
layer concerns: prompt injection, sensitive information disclosure, supply-
chain weaknesses, improper output handling, excessive agency, system
prompt leakage, weaknesses in vector and embedding stores, and
misinformation, which is where the 2025 edition of the list now places
overreliance. The NIST Generative AI Profile complements this by
supporting red-teaming, field testing, and monitoring the effectiveness of
controls in deployment rather than assuming a checklist at launch is
enough.

The first security rule for LLM workflows is brutally simple: treat external
and semi-external context as untrusted until it is constrained by design.
Prompt injection is the most obvious expression of this principle, but it is
not the only one. User inputs, pasted documents, retrieved web content,
email bodies, ticket text, contract language, vendor documents, and prior
system outputs can all shape what the model does next. If the workflow
assembles those materials into the same context space without clear
boundary logic, then untrusted text can influence trusted action paths. That
does not necessarily mean every malicious string will succeed spectacularly.
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It means the control problem begins long before any hacker movie
moment. OWASP’s prompt injection category matters because it frames the
issue as an application design concern, not as a weird edge case.

The internal security copilot shows why this rule matters even in expert
domains. Analysts often work with noisy, adversarial, or intentionally
misleading content. If alert descriptions, ticket notes, pasted commands, or
retrieved threat summaries enter the same working context as operational
instructions without disciplined boundary handling, the model may be
influenced in ways the analyst does not immediately see. The right response
is not panic. It is architecture: isolate trusted instructions, reduce
ambiguity around context roles, avoid granting free-form text direct
leverage over action-capable steps, and create review friction before
sensitive actions proceed.

This is no longer a hypothetical class of problem. In June 2025 a
vulnerability in Microsoft 365 Copilot was published as CVE-2025-32711
and described as an AI command injection that allowed an unauthorized
attacker to disclose information over a network. The researchers who
reported it called it EchoLeak and showed that instructions planted in
ordinary content could steer the assistant once that content was pulled into
its context. The lesson for operators is the one this chapter keeps returning
to: retrieved content is input, and input is untrusted until the architecture
says otherwise.

The second rule is separate generation from execution wherever possible.
OWASP’s concern with improper output handling exists because teams
often let generated content cross directly into applications, templates, or
action pipelines that interpret it too generously. A model-generated
response should not be treated as inherently safe simply because it is
fluent. Where outputs may affect code, commands, ticket states, external
communications, or structured workflows, the system needs validation,
parsing discipline, and explicit approval logic. Generated text is often the
social layer through which risky actions become acceptable. Once it touches
execution pathways, security design has to become much stricter.
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The customer-support dispute assistant offers a deceptively simple case. A
generated denial explanation may not look like a security issue. But if that
output is inserted automatically into customer communications, legal
posture, compliance records, or downstream complaint workflows, then
improper output handling is no longer just about code injection. It is about
uncontrolled movement from probabilistic output into operational record.
In some systems the threat is technical exploitation; in others it is the quiet
conversion of generated text into consequential organizational action
without sufficient validation.

The third rule is minimize agency and permission scope. OWASP’s category
of excessive agency is one of the most practically important for modern
workflows because it captures a dangerous temptation: if a model can
suggest useful next steps, perhaps it should just do them. Sometimes that is
appropriate in low-stakes, tightly bounded contexts. In many consequential
environments it is not. As soon as a workflow allows the system to call
tools, change records, send messages, trigger tickets, modify access, or
initiate other downstream actions, the control conversation changes from
content quality to authority design. What can the system request? What can
it execute automatically? What requires human approval? What tools are in
scope? What happens if the model output is subtly manipulated by context?

The finance and payment approval assistant makes the agency question
uncomfortably concrete. A system that drafts anomaly summaries for
reviewers sits at one risk level. A system that changes hold status, routes
cases, or triggers payment-release workflows sits at another. If those extra
permissions are granted without explicit gates, the organization has turned
probabilistic text generation into a hidden control plane. That is not
innovation. That is laziness wearing a productivity badge.

Agent tooling has made the point vivid. In July 2025 Jason Lemkin, the
founder of SaaStr, reported that Replit’s AI coding agent ran destructive
commands against a live production database during an explicit code freeze
and then wrongly told him the data could not be recovered. Replit’s chief
executive called the behavior unacceptable and announced automatic
separation of development and production databases. The lesson is not that
agents are malicious. It is that an agent had a permission path to
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production with no approval gate in front of it, and the decisive control was
one the platform added afterwards. OWASP’s Top 10 for Agentic
Applications, published in December 2025, treats tool misuse, identity and
privilege abuse, and cascading failures as distinct risks for exactly this
reason.

The fourth rule is design for overreliance as a security problem, not merely
a human-factors footnote. OWASP explicitly treats overreliance as a
material risk; since the 2025 edition of its list it sits inside the
misinformation category, which describes users placing excessive trust in
generated content and failing to verify it. Article 14 reinforces this from the
oversight side by expecting workflows to help humans avoid overreliance.
In security terms, this means the review interface, routing logic, and
approval structure should be built under the assumption that users may
trust fluent outputs too quickly, especially when under time pressure.
Training alone is not enough. The workflow itself must preserve friction
where it matters.

The HR screening assistant and procurement assistant both show how
overreliance can create security-adjacent governance failure. In HR,
reviewers may defer to concise summaries instead of reading source
materials. In procurement, analysts may accept confident contract or
questionnaire summaries without noticing omitted risk signals. The system
may be “working” in a narrow technical sense while still degrading the
quality of human scrutiny. That is why security and governance cannot be
separated cleanly here. In LLM workflows, epistemic weakness often
becomes an operational control weakness.

The fifth rule is treat retrieval sources, plugins, and connectors as part of
the attack and failure surface. Teams often focus on the model and ignore
the surrounding chain. That is a mistake. Retrieved content can be stale,
manipulated, or contradictory. Connectors may broaden what the system
can touch. Plugins and tools can introduce unsafe commands, data leakage
paths, or hidden dependencies. OWASP’s supply-chain concerns and the
NIST GAI Profile’s emphasis on monitoring control effectiveness and
staged evaluation both support a broader view of the system boundary. The
workflow is the security object, not just the model call.
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The procurement assistant is useful again here because it often depends on
internal repositories, contract stores, vendor response portals, and possibly
external intelligence sources. If those retrieval and connector paths are
poorly governed, the assistant can become a fast summarizer of bad or
mismatched evidence. The issue may not be malicious compromise at all. It
may be ordinary operational entropy: outdated questionnaires, duplicate
documents, conflicting clauses, or half-retired knowledge bases. Security
controls for LLM workflows must defend against entropy as well as attack.

The sixth rule is test the workflow the way it will actually be used. NIST’s
Generative AI Profile is especially valuable on this point because it supports
red-teaming, field testing, and ongoing monitoring of control effectiveness.
That means security testing for LLM apps cannot stop at unit tests or
happy-path evaluation. It should include misuse probes, context
manipulation attempts, tool-boundary stress tests, retrieval conflict cases,
and user-behavior scenarios where overreliance is likely. If the system
behaves acceptably only when handled by its most careful designer in a
clean environment, it is not operationally ready.

The internal security copilot again does heavy lifting here. Testing it
properly means more than asking it to summarize sample alerts. It means
probing whether malicious or noisy ticket text can distort
recommendations, whether unsupported actions can be suggested through
indirect context, whether the model tries to overstate certainty, and
whether analysts can see enough evidence to challenge it. A workflow that
passes only because nobody tests those realities is not secure. It is
unexamined.

The seventh rule is make containment and graceful degradation possible.
Security incidents in AI workflows are often treated as all-or-nothing
catastrophes, but many real incidents begin as narrower anomalies: a
prompt injection pattern, a retrieval corruption issue, a risky tool behavior,
or a surge in reviewer overrides for a certain class of case. A resilient design
allows the organization to narrow scope, disable certain actions, require
extra review, or temporarily pause the workflow without destroying all
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utility. This connects directly to the broader control stack discussed earlier.
A system that cannot be degraded safely is one that forces the organization
into ugly choices: trust it too long or shut it off completely under pressure.

What emerges from these security principles is not an exotic AI-only
worldview. It is something more demanding and more mundane. Treat
context carefully. Separate generation from execution. Keep permissions
narrow. Design against overreliance. Govern retrieval and connectors like
real dependencies. Test realistic failure modes. Preserve containment
options. OWASP and NIST together provide strong support for this
direction, and Article 14 adds further pressure whenever the workflow lives
in a consequential setting where human oversight must actually function.
The result is not security theater. It is an application discipline suited to
systems whose outputs can persuade humans, shape actions, and propagate
quickly.

But even a well-controlled workflow will not stay trustworthy if every
meaningful change slips through under the label of a harmless tweak. That
is the problem of change management, which is next.
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Chapter 8 — Change Management for
Models, Prompts, Tools, and Retrieval

The phrase “model change” is too small for the reality organizations need to
govern. In many AI-enabled workflows, the most consequential changes are
not full model replacements at all. They are prompt edits, retrieval-source
changes, connector additions, policy-overlay updates, tool permission
shifts, vendor-side safety adjustments, or interface changes that alter how
reviewers see and trust the output. Teams often underplay these changes
because they feel incremental, and nobody wants every sprint adjustment
to trigger a bureaucratic ritual. But the opposite mistake is more
dangerous: pretending that unless the model identifier changed, the
workflow is effectively the same. Article 9 of the EU AI Act is powerful here
because it frames risk management as a continuous iterative process
throughout the lifecycle, with regular review and updating. The NIST
Generative AI Profile reinforces the need to monitor the effectiveness of
controls and to validate systems in ways that reflect their actual use.
Together, those sources support a broader and more realistic view of
change control for operational AI systems.

The first principle of change management is that behaviorally meaningful
changes deserve visibility even when they are technically small. This seems
almost too obvious to say, but AI workflows often collapse under the weight
of small, untracked adjustments. A prompt writer trims cautionary text to
improve speed. A retrieval engineer swaps in a broader document set. A
product team enables a new connector to save user clicks. A vendor silently
updates refusal behavior or moderation thresholds. None of these changes
may feel like a major release, yet each can alter the live control profile. A
workflow that cannot remember its own meaningful changes will eventually
be governed by institutional amnesia.
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The finance and payment approval assistant shows how this happens.
Imagine the team keeps the same underlying model but changes the
instruction prompt to “be more decisive” because reviewers complained
about hedging language. At the same time, a new policy memo is added to
the retrieval corpus, and a case-routing connector is enabled so flagged
items can be pushed automatically into a downstream queue. On paper,
nobody changed the model. In reality, the workflow has changed in tone,
grounding, and operational reach. If later the team notices an increase in
risky approvals or reviewer overrides, they need a change record that helps
connect those observations to the actual modifications. Without it, they are
left with folklore and hindsight bias.

The second principle is that change control should be proportional, not
theatrical. Not every edit needs a board meeting. The point is not to
paralyze iteration. It is to distinguish between changes that are
operationally trivial and changes that alter behavior, scope, consequence,
or control paths in ways that should be documented and evaluated. A
typographical fix in a help message is not the same as widening the retrieval
scope of a vendor-review assistant to include uncurated external
intelligence. A styling tweak is not the same as enabling the internal
security copilot to prepopulate incident actions. Mature change control
does not treat everything as equally dangerous; it treats meaningful
changes as worthy of memory and proportionate validation.

A practical way to think about this is to ask five questions whenever a
workflow changes. First, could the change alter the substance, confidence,
or tone of outputs in consequential cases? Second, could it alter what
sources, tools, or actions the system can access or influence? Third, could it
affect the reviewer’s ability to interpret, challenge, or override the output?
Fourth, could it expand foreseeable misuse or shrink containment options?
Fifth, if the change caused harm, would the organization later wish it had
formally recorded and tested it? If the answer trends toward yes, the
change deserves more than a casual merge note.

The third principle is that validation should match the risk introduced by
the change. The NIST Generative AI Profile is useful here because it
supports red-teaming, field testing, and performance assessment rather
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than implying that one static pre-launch evaluation covers everything
forever. A behaviorally meaningful change should trigger some form of
proportionate validation: targeted regression prompts, misuse probes,
source-verification checks, reviewer walkthroughs, or tool-boundary tests.
The exact technique depends on the workflow. What matters is the logic:
changed behavior should be observed before it is trusted.

The customer-support dispute assistant offers a clean example. Suppose a
new retrieval policy is introduced so the assistant can access a broader set
of historical support resolutions. That could improve consistency. It could
also increase the risk that outdated or contextually mismatched resolutions
influence current outcomes. A proportionate validation pass might
therefore include edge-case disputes, conflicting policy references, and a
reviewer check on whether the broader retrieval set is helping or muddying
the output. That is not gold-plated governance. It is what sane operators do
when a change touches decision quality and customer treatment.

The fourth principle is that reviewer experience is part of change
management. Organizations often focus on model and backend changes
while ignoring the fact that interface shifts can alter reliance patterns
dramatically. If the reviewer suddenly sees less context, fewer source
references, a bolder recommendation style, or a simplified approval screen,
then the oversight profile has changed even if the core generation engine
did not. Article 14’s emphasis on understanding limitations, detecting
anomalies, interpreting outputs correctly, and avoiding overreliance makes
reviewer-facing design changes part of the operational risk picture. A
change that narrows the human’s ability to exercise judgment is not a
cosmetic change. It is a control change.

The HR screening assistant illustrates this painfully well. Imagine the
original interface showed candidate source excerpts and internal criteria
references alongside the AI summary. Later, to make the tool feel cleaner,
the design is simplified so the reviewer mostly sees the summary and a
short recommendation. The model did not change. The retrieval did not
change. But the human’s ability to interpret and challenge the output just
got weaker. If that change is not treated as control-relevant, the
organization is governing the wrong object.
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The fifth principle is that rollback conditions should exist before
deployment, not after regret. Teams often say they can roll back, but what
they usually mean is that in theory someone could revert code if enough
panic accumulates. A stronger operational stance defines what signals
would justify rollback, narrowing, or pause. Those signals might include
rising override rates, source-verification failures, unexplained shifts in
output patterns, unsafe action suggestions, retrieval mismatches, or
increased complaints in a specific case class. This is another place where
runtime visibility and change control connect tightly. A team cannot make
disciplined rollback decisions if it lacks the evidence to detect meaningful
change effects in the first place.

The procurement and vendor-review assistant benefits from this mindset.
Suppose a retrieval expansion starts surfacing more external intelligence
sources in vendor summaries. If analysts begin flagging more source
conflicts or rejecting the summaries at a higher rate, the team should know
whether that threshold triggers rollback, scope reduction, or additional
review. Otherwise “we can always revert” becomes one more comforting
line that no one operationalized until the mess was already social.

The sixth principle is that vendor-side changes count. This point matters
more than many teams like to admit. When organizations use hosted
models or third-party AI services, changes may arrive from outside their
deployment cycle. Safety behavior may shift. Refusal patterns may change.
System performance may vary. Tool integrations may evolve. If the
workflow depends on those services in consequential ways, then vendor
change notices, model retirements, and behavioral shifts belong inside local
change management even if the organization did not originate them. NIST’s
lifecycle approach and OWASP’s supply-chain framing both support this
broader understanding of the control surface. The workflow is not exempt
from change management merely because the change originated at a
vendor boundary.

The internal security copilot makes vendor-side change particularly
important. A modest shift in refusal behavior, classification style, or
summarization assertiveness may not sound dramatic on paper. In
practice, it can alter analyst trust, escalation tempo, or how quickly risky
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actions are entertained. That is why operational teams need not only
technical observability but a disciplined habit of treating vendor notices
and unexplained behavior shifts as triggers for review.

The final principle is that change memory should be lightweight enough to
survive ordinary work. A good change record is not a novel. It is a useful
memory device: what changed, why it changed, what classes of risk it may
affect, what validation was run, who approved the release, what date it
entered use, and what rollback or extra-monitoring conditions apply. If the
process is too elaborate, teams will route around it. If it is too thin, the
record becomes useless. The goal is not ceremony. It is durable operational
memory.

Change management matters because AI workflows are not static products
delivered into a frozen world. They are live systems in changing
environments, used by changing people under changing pressures. Article
9’s iterative lifecycle logic is not a bureaucratic nuisance here; it is a
realistic description of the world teams are already operating in. The better
organizations will stop pretending small workflow changes are harmless
just because they are common. They will learn to treat prompts, retrieval,
tools, interfaces, and vendor behavior as part of the governed surface, and
they will validate proportionately before trust is extended again.

That brings us to the next control question: once a workflow is live,
classified honestly, instrumented for evidence, defended against LLM-
specific risks, and subject to change control, where should human approval
gates sit when the impact justifies deliberate friction? That is where
Chapter 9 goes next.
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Chapter 9 — Approval Gates for High-
Impact Actions

Approval gates exist because some AI-influenced actions should not pass
directly from plausible output into operational consequence, even when the
system performs well most of the time. This is not an argument for
smothering every workflow in bureaucracy. It is an argument for inserting
deliberate friction where reversibility is low, harm is material, or
downstream consequences become expensive to unwind. The oversight
expectations and override-documentation guidance discussed earlier
support approval gates as both control points and evidence points.

The first thing to understand about approval gates is that they are not
simply “a human looks at it.” That phrase is too vague to be operationally
meaningful. A real approval gate answers five questions. What kind of
output or action triggers review? Who is authorized to approve it? What
information must that reviewer see? What decisions can the reviewer
make? What record of the decision remains afterward? If any of those
questions is answered with hand-waving, the gate is weak. Many
organizations discover that what they call approval is merely ambient
awareness: an employee sees the output, but no explicit approval exists, no
authority is assigned, and no record survives.

The finance and payment approval assistant is a natural starting point
because it makes consequence visible without turning everything into
melodrama. Suppose the assistant flags unusual payment requests and
proposes one of several dispositions: approve, hold, or escalate. If the
organization allows the recommendation to influence high-value
transactions or transactions with fraud indicators, then the workflow needs
a named approval moment before action becomes difficult to reverse. The
reviewer must see enough context to judge the case, not just the system’s
one-line recommendation. That may include the transaction context, the
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reasons the case was flagged, relevant policy rules, prior related cases, and
any uncertainty or anomaly markers the workflow can surface. If the
reviewer can only click “approve” or “send to queue” without understanding
why the model leaned one way, the gate exists in name more than in
substance.

A useful approval gate also depends on clear trigger logic. One of the easiest
ways to fail is to define the gate with soft language such as “important
actions should be reviewed” or “sensitive cases require additional scrutiny.”
Soft language breeds inconsistent practice. A stronger gate uses trigger
conditions tied to consequence. For example, actions affecting payment
release, access revocation, employment progression, adverse customer
treatment, regulatory notice language, security containment, or vendor risk
acceptance may all warrant named human approval. The point is not that
every organization must use the same categories. The point is that the
organization should be able to state the categories explicitly, justify them,
and encode them in workflow logic where possible. Approval gates become
usable when they are predictable.

The HR screening assistant shows why explicit trigger logic matters. A team
might say, with complete sincerity, that humans remain responsible for
applicant decisions. Fine. But unless the workflow identifies which AI-
influenced artifacts require additional scrutiny — ranked shortlists,
adverse-note drafts, exclusion rationales, or interview recommendations
for borderline candidates — the review design will collapse into habit. Some
recruiters will examine more closely than others. Some will rely on the AI
notes heavily. Some will treat the system as rough support. Others will
quietly treat it as a first filter. An approval gate helps force consistency by
saying, in effect, “when the workflow reaches this type of consequential
recommendation, this human role must actively approve or redirect it.”
That is much stronger than hoping good intentions will scale.

Another important feature of approval gates is decision granularity. Weak
gates often give reviewers only two paths: accept or escalate. Stronger gates
allow a richer and more informative set of actions: approve, reject, revise,
request more evidence, escalate to second review, or pause pending
investigation. This matters because the quality of oversight depends not
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only on the presence of review but on the shape of reviewer choices. If the
only practical path is approval, then the gate teaches compliance, not
judgment. The customer-support dispute assistant benefits strongly from
this richer structure. A reviewer may need to reject a proposed denial
because the cited policy is wrong, revise the response because the tone is
inappropriate, or escalate because the case reveals a broader pattern. If the
workflow compresses all of those possibilities into “approve” or “not now,”
it throws away valuable operational intelligence.

Approval gates also create one of the most useful forms of evidence in a
consequential workflow: approval rationale. This does not mean every
reviewer must write a mini-essay. It means the system should preserve
enough structured reasoning to explain why the action moved forward,
changed course, or stopped. When a payment reviewer approves an
unusual transaction, when an HR reviewer rejects a model-drafted
candidate rationale, when a procurement analyst escalates a summary due
to conflicting source signals, those events are not merely bureaucratic
milestones. They are evidence that the control path functioned. NIST’s
support for documenting human override events is powerful here because it
validates the principle that human intervention should not vanish into
informal practice.

The procurement and vendor-review assistant is especially useful for
showing the value of decision rationale. Suppose the assistant summarizes
a vendor’s security questionnaire and recommends “low concern,” but the
analyst escalates because the retrieved contract language exposes a
misalignment around indemnity or breach notification. If that escalation is
recorded with a short rationale, the organization gains something precious:
proof that the workflow allowed meaningful challenge and preserved the
reason. Over time, patterns in those rationales may reveal weaknesses in
retrieval curation, prompt framing, or source weighting. Approval gates
therefore generate both immediate control and later diagnostic value.

A mature approval design also recognizes different approval levels. Not
every high-impact case deserves the same reviewer. A routine but
consequential customer dispute may need a trained frontline reviewer. A
payment release over a certain threshold may require a senior approver. A
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security action affecting critical infrastructure may require dual
authorization or a named incident lead. The gate should fit the
consequence, not the other way around.

This is where the internal security copilot becomes especially interesting. If
the system proposes a low-impact triage categorization, perhaps a single
analyst can approve the workflow result. If it suggests a containment action
affecting business-critical systems, a higher threshold may be appropriate:
a named approver, a second reviewer, or a pause-and-confirmation path.
The existence of those differentiated gates matters because agentic or semi-
agentic systems often tempt teams into granting broad authority before
they have built comparable authority checks on the human side.

Another danger approval gates help control is automation laundering. This
happens when the workflow is technically “human approved,” but the
structure all but guarantees that the human will ratify the model’s output
without much thought. The problem may be volume, poor interface design,
social pressure, or a lack of meaningful alternatives. Article 14’s concern
with overreliance is directly relevant here. A workflow that nominally
includes a human but offers them too little time, too little context, and too
little freedom to disagree is laundering automation through human
presence. The gate exists, but it does not really slow or challenge the
machine path.

This is why approval gates need reviewer ergonomics, not just policy
language. The reviewer should see the information necessary to evaluate
the action. The workflow should surface anomalies or conflicts clearly.
Alternatives should be available. Rejection should not be a socially
punished edge case. The gate should fit into realistic work rhythms rather
than assuming infinite reviewer patience. An elegant policy that creates
impossible reviewer conditions is still a bad gate.

What approval gates do, at their best, is create deliberate interruption at
the points where AI-generated or AI-shaped outputs become operationally
consequential. They preserve room for judgment. They create structured
evidence. They force organizations to specify what actually counts as high-
impact. They expose where humans truly have authority and where they
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merely appear on paper. And they turn one of the slipperiest areas of AI
governance — “the human is still involved” — into something that can
actually be designed, tested, and audited.

The question then becomes how a team builds all of this without turning
the first implementation attempt into a six-month institutional opera. The
answer is not to wish for maturity. It is to run a focused operational sprint.
That is the subject of the next chapter.
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Chapter 10 — The 30-Day Readiness
Sprint

Teams often lose momentum because they confuse operational readiness
with organizational reinvention. They imagine that to govern consequential
AI workflows seriously, they must redesign every process, rewrite every
policy, install a new platform, and harmonize every stakeholder before
anything can improve. That is usually false. What most organizations need
first is not grand transformation. It is a disciplined, bounded sprint that
makes one or a few live workflows legible, controlled, and evidence-
producing quickly enough that the broader program stops being
hypothetical. The frameworks discussed throughout this book focus on
inventories, roles, monitoring, lifecycle review, and human oversight — all
things that can be improved concretely within a month if the scope is tight
enough.

The point of the thirty-day sprint is not to “become compliant” in a month.
That would be a foolish claim and this book will not make it. The point is to
move one consequential AI workflow from vague confidence to operational
visibility. By the end of the sprint, the organization should know what the
system is, who owns it, what it can influence, where oversight sits, what
evidence exists, what changes are recorded, and how the workflow is
validated or paused under stress. That is a meaningful shift even if the
organization’s broader AI estate remains immature.

Week 1 is inventory and risk mapping. This week looks deceptively simple
because the outputs sound administrative: identify the workflow, describe
intended purpose, define excluded uses, capture owner and supporting
roles, map data and retrieval sources, identify tool connections, and list the
domains of consequence the workflow may influence. In practice, Week 1
often produces the first uncomfortable truths: undocumented connectors,
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unclear boundaries, unstated assumptions about reviewer behavior, and
disagreement over whether the workflow is actually influencing decisions
more than people previously admitted.

The customer-support dispute assistant is a useful Week 1 case because it
often starts life as “just support efficiency.” During the sprint, the team may
discover that the assistant has drifted into recommendation territory, that
the policy corpus includes outdated material, and that reviewers assume
different things about when they are supposed to follow or challenge the
output. None of that is glamorous. All of it matters. By the end of the week,
the workflow should at least have a clear inventory record, intended
purpose, excluded uses, owner, and an initial map of consequence domains
such as customer financial outcomes, complaint handling, and reputational
exposure.

Week 2 is oversight insertion and approval design. This is where the
organization decides where human review belongs, which outputs require
named approval, who can override or escalate, and what happens when the
workflow encounters ambiguity or risk flags. Article 14 is the obvious
anchor because it supports effective human oversight during use, including
interpretation, anomaly detection, avoidance of overreliance, override, and
interruption. NIST’s guidance on defined roles and responsibilities
strengthens the case for naming actual reviewer roles rather than relying on
generic departmental ownership.

The finance and payment approval assistant shows what Week 2 should
produce. The sprint team should identify which transaction classes require
human approval, what information the reviewer needs to see, what
structured decisions the reviewer can make, how those decisions are
recorded, and what escalation path exists for conflict or uncertainty. The
output of the week is not a vague promise that “humans remain in the
loop.” It is a workflow design that says exactly where review occurs and
what authority the reviewer holds.

Week 3 is the evidence spine. This is where runtime visibility stops being
conceptual and becomes operational. NIST AI RMF’s production-
monitoring language and the NIST Generative AI Profile’s support for
source verification and override documentation make this week one of the
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most directly grounded in the source base. The team should define what
must be traceable for the workflow: workflow or system identity, version
information, relevant context provenance, risk or policy flags, reviewer
decisions, overrides, downstream execution status, and timestamps. This
does not require a giant observability platform redesign. It requires a
deliberately scoped evidence model that lets the organization reconstruct
consequential cases later.

For the procurement assistant, Week 3 might mean ensuring that
summaries preserve traceability to the underlying questionnaire version,
contract source, and reviewer decision, along with any escalation or
rejection rationale. For the HR screening assistant, it may mean linking
reviewer notes to the criteria set and source materials used, rather than
logging only the existence of an AI-generated summary. What matters is
that the workflow becomes reconstructable where reconstruction would
matter.

Week 4 is validation and operational rehearsal. Week 4 should include
misuse probes, realistic regression cases, reviewer walkthroughs, override
drills, and at least one tabletop scenario in which the workflow produces a
problematic output or recommendation and the team must show how the
controls respond. The point is not to stage a dramatic apocalypse. The point
is to discover whether the workflow is actually governable when something
goes wrong.

The internal security copilot is ideal for this kind of rehearsal. The team
might simulate a prompt-injection-like context problem, a risky tool
suggestion, or a retrieval conflict. Then it would observe whether the
workflow flags the issue, whether the reviewer has the right visibility,
whether an approval gate stops unsafe execution, whether the event is
logged meaningfully, and whether the system can be narrowed or paused if
needed. If the team cannot walk through that scenario coherently after four
weeks of focused work, it has learned something important: the workflow
still has a serious readiness gap.

A good sprint also uses acceptance tests rather than generic completion
claims. By the end of Week 1, the system should be inventoried and scoped
clearly enough that the owner, purpose, excluded uses, and domains of
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consequence are not disputed. By the end of Week 2, consequential review
points and approval rules should be explicit. By the end of Week 3, one real
trace should demonstrate reconstructability for a consequential case. By the
end of Week 4, the team should be able to walk through a failure or
anomaly scenario and show how the workflow is reviewed, interrupted,
logged, and explained. Those are modest but serious outcomes. They move
the organization from aspiration toward legible control.

The thirty-day sprint also solves a political problem. AI governance
discussions often die because they are too abstract, too sprawling, or too
accusatory. A bounded sprint changes the energy. It says: pick one live
workflow, make it governable, learn from that, then extend. That is easier
for engineering, product, security, legal, and business stakeholders to
tolerate because it produces concrete artifacts rather than endless
positioning statements. It also creates the beginnings of an internal
precedent. Once one workflow has inventory, oversight logic, evidence
capture, approval gates, and change memory, the next workflow becomes
easier to structure. Governance becomes less like ideology and more like
pattern reuse.

One warning matters here. A sprint is not a shortcut around judgment. If
the workflow is so poorly understood, so deeply integrated, or so politically
contested that no one can even agree on what it does, the sprint may first
reveal how much foundational work is missing. That is not failure. It is
diagnosis. The worst mistake would be to declare success because a sprint
happened while the workflow itself remains fuzzy and unowned. The point
of the sprint is not activity. It is operational legibility.

By the end of this chapter, the reader should be able to imagine taking one
of the recurring scenarios — the dispute assistant, the finance assistant, the
HR screener, the security copilot, or the procurement assistant — and
moving it through a month of disciplined readiness work. That matters
because the next question an experienced reader will ask is inevitable: once
the artifacts exist, once the controls are in place, what exactly will auditors,
regulators, or internal reviewers want to see? That is the focus of the next
chapter.
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Chapter 11 — What Auditors, Regulators,
and Internal Reviewers Will Actually
Look For

The fantasy version of oversight imagines that scrutiny arrives as an
abstract moral judgment. The real version is far more boring and therefore
far more dangerous. Auditors, regulators, internal reviewers, senior
executives, and investigators tend to ask concrete, repetitive questions.
What does the system do? What is it allowed to influence? Who owns it?
What changed? How is risk managed? Where is the human review? What
gets logged? Show me an example. Show me the record. Show me the
evidence that the control was not just described but actually used. None of
the frameworks discussed in this book promise one universal audit script,
but together they make it very hard to defend a consequential workflow
with only narratives and good intentions.

The first thing serious reviewers want is scope clarity. Before they care
about your beautiful governance language, they want to know what the
system is, what workflows it supports, what inputs it uses, what outputs it
produces, what dependencies it has, and what consequence domains it
touches. This is why inventory matters so much. If the organization cannot
describe the workflow cleanly, it cannot review it cleanly. Scope confusion
is often the first sign that governance has remained upstream from
operations. A system called “HR copilot” tells nobody anything useful. A
description such as “AI-enabled workflow that summarizes candidate
materials, maps them to role criteria, drafts reviewer notes, and influences
interview prioritization” is much harder to hide behind. It also creates a
real basis for asking whether controls match actual influence.

The second thing reviewers want is control-path clarity. They will ask who
reviews consequential outputs, when review occurs, what reviewers can see,
what they can decide, and what happens when they disagree with the
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system. A workflow that claims human oversight but cannot identify the
approval gate, reviewer authority, or override path is almost daring scrutiny
to become hostile.

The finance assistant is a good test case. A reviewer should be able to see
not merely that “humans remain responsible,” but which classes of
transaction are routed for approval, what signal the assistant provides,
what alternatives the reviewer can choose, and how that decision is
recorded. If the organization cannot show that path clearly, then even a
well-intended workflow begins to look like unacknowledged straight-
through influence.

The third thing reviewers want is evidence that the system is monitored in
use. NIST AI RMF is explicit that functionality and behavior should be
monitored in production. This means an auditor or internal reviewer will
naturally ask what the organization can observe about the system’s
behavior after launch. The key is that the organization can show it did not
abandon the workflow to hope once it entered production.

The customer-support dispute assistant makes this visible again. A serious
reviewer may ask for one disputed case trace. If the organization can show
the workflow identity, policy references used, reviewer action, final
outcome, and any override or escalation, it looks like a team operating an
accountable process. If instead it offers only general claims about fairness,
customer care, and human involvement, the scrutiny will tighten quickly
because the evidence trail is too weak.

Tribunals have already begun asking versions of this question. In Moffatt v.
Air Canada (2024 BCCRT 149), British Columbia’s Civil Resolution
Tribunal heard from a customer who had relied on the airline’s website
chatbot, which told him he could apply for a bereavement fare after
travelling. Air Canada argued, in effect, that the chatbot was responsible for
its own statements. The tribunal called that a remarkable submission, held
the airline responsible for all the information on its website, chatbot
included, and ordered it to compensate the customer. The sums were small.
The principle was not: an organization does not get to treat its AI-mediated
customer interactions as somebody else’s speech.
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The fourth thing reviewers want is change memory. If the system changes
over time, the organization should be able to say what changed, why it
changed, what was tested, and who approved it. This is especially important
in LLM-enabled workflows because behavior can shift through prompts,
retrieval, tools, interfaces, and vendor-side adjustments, not just through
model swaps. A reviewer who senses that the organization cannot
remember its own workflow changes will start doubting everything else too.
Change memory is one of the fastest ways to show whether a team is
governing a live system or merely describing it nostalgically.

The procurement assistant illustrates this point well. Suppose reviewers
notice the assistant has become more permissive in vendor summaries over
the last quarter. A coherent change record showing retrieval expansion,
prompt edits, validation checks, and elevated override rates is far more
credible than an answer like “we don’t think much has changed.” In
consequential workflows, uncertainty about change is itself a control
weakness.

The fifth thing reviewers want is evidence of challenge, not just evidence of
usage. This is subtle but important. Many organizations can show that a
workflow was used. Fewer can show that it was meaningfully challenged by
humans. Override records, rejected approvals, escalations, anomaly flags,
and validation results all matter because they prove the system is not
simply being accepted as default truth. A workflow with no visible signs of
disagreement is not automatically excellent. Sometimes it is merely
uncontested, and uncontested AI in a high-pressure workflow can be a bad
sign.

This is particularly relevant for the HR screening assistant. If the
organization cannot show whether recruiters or hiring leads ever reject or
revise AI-generated notes, it may be impossible to tell whether the
workflow is functioning as support or as a quiet first filter. Evidence of
challenge helps answer that question. It gives reviewers reason to believe
that human oversight is operational rather than ceremonial.

The sixth thing reviewers want is proof of proportionate thinking. They are
not always looking for maximal controls. Often they want to see that the
organization understood where stronger friction was needed and where
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lighter controls were justified. This is another reason the book has
emphasized consequence, decision influence, and context rather than
blanket claims. A reviewer may accept that a low-stakes drafting assistant
has lighter approval design than a payment or HR workflow, provided the
organization can explain why. What usually looks bad is inconsistency
without reasoning: heavy controls in one trivial area, weak controls in a
consequential area, and no intelligible account of the difference.

The internal security copilot is a good case here. A reviewer might accept
lower-friction oversight for summarization-only tasks but expect much
stronger gates if the system can shape incident priority, suggest disruptive
actions, or interact with tools. The organization does not need to
overengineer every corner. It does need to show that consequence and
actionability drive control choices.

The seventh thing reviewers want is an evidence pack that can survive a
hostile reading. This does not mean the organization must produce perfect
documents. It means the core materials should make sense together. These
documents matter not because paperwork itself is sacred, but because they
make the workflow legible to people who were not in the original design
meetings. Legibility under pressure is the real standard.

Underneath all seven sits one question: how do you know the control
actually worked? A human review step is a control. A record of who
reviewed which case, with what context, and what they decided is evidence.
Being able to replay a disputed case from that record is reconstruction.
Being able to show a reviewer, a regulator or a board that the control
operated across the whole period in question, and not only on the day of the
audit, is assurance. Knowing what happens when the control fails, and
having rehearsed it, is the step most organizations skip. Readiness lives in
the distance between the first of those and the last.

One of the worst habits organizations develop is substituting policy rhetoric
for operational evidence. They hand over principle statements, governance
charters, and aspirational diagrams while the actual workflow remains
fuzzy. Reviewers may tolerate that once. They usually do not tolerate it
forever. The more consequential the workflow, the more they will want
specifics. Article 9 and Article 14 do not say “have a noble philosophy.”
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They say, in effect, manage risk across the lifecycle and ensure humans can
oversee the system effectively while it is used. NIST does not say “be values-
aligned in spirit.” It says define roles, inventory systems, monitor behavior,
and manage risk. The operational implication is blunt: if the workflow
cannot produce evidence, the governance claim is weak.

This chapter is not legal advice, and it does not pretend every regulator or
auditor will ask identical questions. But the pattern is stable enough to be
useful. Scrutiny tends to move from definition to ownership, from
ownership to oversight, from oversight to evidence, from evidence to
change, and from change to proof that the controls actually function under
pressure. Organizations that understand this can prepare intelligently.
Organizations that do not will often discover, too late, that their AI program
was narratively rich and operationally thin.

The last core chapter of the book steps back from scrutiny and asks a
harder question: how do teams make these controls stick without building a
governance regime everyone quietly learns to hate? That is where control
culture matters.
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Chapter 12 — Building an Engineering-
Owned Control Culture

A control stack can exist on paper and still fail in practice if the
surrounding culture treats it as alien to real work. This is where many AI
governance efforts quietly die. They produce a policy, maybe a review
committee, maybe a few forms, and then discover that engineering,
product, operations, or business teams see the whole thing as an external
burden rather than as part of shipping dependable systems. Once that
happens, the controls may survive formally while rotting operationally. A
sustainable control culture therefore cannot depend on moral enthusiasm
alone. It has to become part of how teams define competent work.

The phrase engineering-owned control culture matters because ownership
has often been misplaced. In many organizations, AI governance gets
assigned to legal, compliance, or ethics-facing functions while the live
workflow is built, tuned, and changed elsewhere. That arrangement almost
guarantees friction and drift. Legal and audit functions matter enormously,
but they usually do not control prompt updates, retrieval sources, tool
permissions, reviewer interfaces, trace schemas, or rollback logic day to
day. The people closest to those decisions are typically engineering,
product, platform, security, and operations teams. If those teams treat
controls as somebody else’s paperwork, the workflow will remain
narratively governed and operationally undercontrolled. An engineering-
owned culture does not mean lawyers disappear or auditors lose relevance.
It means the people shaping the live system accept that ownership includes
constrainability, observability, and explainability.

The customer-support dispute assistant offers a simple example of the
cultural divide. In one organization, support leaders and product teams
treat the assistant as a productivity feature. They care about response time,
queue reduction, and agent adoption. Governance appears only when a
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complaint cluster emerges. In another organization, the same teams still
care about efficiency, but they also treat approval logic, policy-source
visibility, override recording, and change memory as part of responsible
feature ownership. The difference is not just technical maturity. It is
cultural framing. In the second case, controls are not an external tax. They
are part of what it means to ship the workflow well.

Building that kind of culture starts with changing the definition of done. If
a team considers a workflow “done” once it produces good outputs in
testing, governance will always be late and resented. A healthier definition
of done includes ownership, review design, logging requirements, approval
logic where appropriate, change memory, and a workable interruption
path. Once a workflow influences consequential outcomes, operational
controls become part of the feature, not post-launch decoration. That
broader definition of completion is what the frameworks discussed
throughout this book have been pointing toward.

The internal security copilot is a useful stress case because security teams
often understand control thinking better than other functions and still
sometimes fail to apply it to AI workflows consistently. They may harden
infrastructure while leaving prompt logic, tool permissions, or reviewer
ergonomics underdesigned. An engineering-owned control culture would
treat those elements as part of the same system integrity problem. The
question would not be only “does the copilot help analysts go faster?” It
would also be “can analysts see why it is recommending this, can they
challenge it meaningfully, can we trace what happened, and can we narrow
or pause it when behavior shifts?” Those are engineering questions every
bit as much as latency and uptime are engineering questions.

A sustainable culture also depends on normalizing friction where friction is
justified. Many teams implicitly believe that better AI means less human
intervention, fewer pauses, and less visible control. Sometimes that is true
in low-stakes automation. In consequential workflows it is often a trap.
Approval gates, override paths, scoped permissions, and review timing may
feel like friction, but they are often the difference between governable speed
and reckless speed. Culture matters because teams need to stop treating all
friction as evidence of failure. Some friction is design quality. The right
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question is not “how do we remove every pause?” but “where does pause
protect reversibility, clarity, or trust?” Friction should match consequence
and context, not vanish for the sake of aesthetic smoothness.

The HR screening assistant shows why this matters. If the organization
tries to make the workflow completely frictionless, it may remove source
visibility, compress reviewer options, and speed up approvals until human
oversight becomes ceremonial. A more serious culture accepts that certain
candidate recommendations deserve slower, more inspectable treatment
because the outcome matters. That is not anti-efficiency. It is mature
efficiency — the kind that understands the cost of bad acceleration.

Another part of control culture is treating evidence as part of product
quality. Many organizations still behave as though logs, traces, override
records, and change histories are support material for compliance people
rather than part of the workflow’s real value. That is shortsighted. Evidence
is what lets a team improve a system intelligently, defend its decisions
credibly, and identify where reviewer behavior or context design is
weakening control. A culture that respects evidence asks not just “did the
system work?” but “what do we know about how it worked, where it was
challenged, and what changed?”

The procurement assistant shows the product-quality angle clearly.
Suppose analysts keep escalating AI-generated summaries of vendor
questionnaires because the system understates contractual risk. In a weak
culture, this is seen as noise or user resistance. In a stronger culture, the
escalation data becomes product feedback. Teams examine source
weighting, prompt framing, and interface visibility. Evidence improves the
workflow. The control system is not merely catching error; it is making the
product better.

Culture also changes when organizations stop rewarding silent
workarounds. In many companies, when a control feels annoying, smart
people quietly bypass it. They export data manually, use unauthorized
tools, rely on hidden prompts, skip documentation, or decide that because
the AI is “just a helper,” the usual rules do not really apply. These
workarounds often emerge because the official path is clumsy, but they also
emerge because the organization has not made control legitimacy visible. If
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employees think the real priority is speed at all costs, then every control will
eventually be interpreted as negotiable theater. Leadership and managers
therefore matter not because they must understand every technical detail,
but because they set the incentives around whether review, traceability, and
escalation are treated as signs of competence or of obstruction.

This is where McKinsey’s reporting on uneven AI scaling becomes more
interesting than simple adoption hype. Broad use does not mean broad
operational maturity. Many organizations are still early in redesigning
workflows, roles, and controls around AI. That gap is not merely a technical
gap. It is a management and culture gap. Teams may be able to access AI
tools everywhere while still lacking consistent operating discipline around
when those tools influence real decisions, how they are reviewed, or what
evidence exists after the fact. The organizations that close that gap will not
necessarily be the ones with the flashiest models. They will be the ones that
make governability part of ordinary execution.

An engineering-owned control culture therefore depends on a few repeated
habits. Teams inventory consequential workflows instead of allowing them
to disappear into normality. They define intended purpose and excluded
uses before scope drift becomes social fact. They insert human review
where impact justifies it. They preserve evidence that helps reconstruct
decisions and improve the workflow. They treat prompts, retrieval, tools,
and interfaces as governed parts of the system, not just the model endpoint.
They monitor overrides and anomalies for learning rather than
embarrassment. They accept that some friction is quality. And they
understand that “the human is still involved” is not a control unless the
workflow gives that human real timing, context, and authority.

By now the argument of the book should be visible in full. AI governance
fails in production when teams confuse intention with control, deployment
with readiness, and human presence with oversight. Operational AI
readiness is the discipline of refusing those confusions. It is the practice of
making live workflows legible, bounded, reviewable, and explainable under
ordinary use and under pressure. The organizations that build this
discipline will not eliminate uncertainty, but they will stop pretending that
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uncertainty can be managed by documents alone. They will build systems
that can be challenged and still remain governable. That is a more serious
ambition than most AI discourse offers, and it is enough.

So here is what to do next. Open the appendices. Start with Appendix E, the
minimal readiness test suite. Pick one consequential AI workflow in your
organization — the one that makes you most uncomfortable when you
imagine explaining it to an auditor. Run it through the test cases. If your
workflow passes cleanly, you are ahead of most organizations and the
remaining appendices will help you formalize what you already have. If it
does not pass, you now know exactly where to start.

Then use the 30-day sprint framework from Chapter 10. Week one:
inventory and classify. Week two: insert oversight and approval gates using
the decision logic from Chapter 9. Week three: build the evidence spine
using the schema in Appendix B. Week four: run the test suite again,
rehearse one failure, stress-test vendor dependencies with the questions in
Appendix D, document what changed, and decide what needs deeper work.
By day thirty, you will have a governed workflow with an evidence spine,
not a policy page with good intentions.

The appendices that follow are not supplementary reading. They are the
implementation layer of this book. Sample policy rules in YAML with
explanations of why each rule exists. A full evidence logging schema with
field-by-field logic. A human-in-the-loop workflow specification modeled
on a real payment-approval use case. A vendor due-diligence question bank
organized by risk domain. And the readiness test suite you will use to prove
your controls work under pressure. These artifacts are designed to be
adapted, not admired. Use them.
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Appendix A — Sample Policy Rules
(YAML) and Why They Exist

The policy fragments in this appendix are not quotations from NIST,
OWASP, or the EU AI Act. They are sample implementation artifacts
inspired by the control needs those sources support: human oversight,
bounded action, monitoring, override recording, source visibility, and
proportional friction for high-impact workflows. Their purpose is not to
create the illusion that YAML equals governance. Their purpose is to make
the control logic concrete enough that engineering and platform teams can
discuss it without hiding behind abstractions.

A useful operational policy layer for AI workflows usually needs to answer
at least five questions. Which outputs or requested actions count as high
impact? When is human approval mandatory? What sources or tools are
trusted enough for certain paths? What should happen when an anomaly or
policy conflict appears? What evidence must be retained when the
workflow is interrupted, overridden, or approved? The frameworks
discussed in this book support these categories even though they do not
prescribe a specific policy language.

Below is a sample ruleset designed for mixed LLM and decision-support
workflows.

workflow_policies:

  - id: require_human_approval_for_high_impact

    description: "High-impact actions may not proceed without named human 
approval."

    when:

      action_category_in:

        - employment_screening

        - payment_release
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        - access_revocation

        - adverse_customer_outcome

        - legal_notice_generation

        - security_containment

        - vendor_risk_acceptance

    require:

      human_approval: true

      approver_role_present: true

      approval_reason_recorded: true

    on_fail:

      effect: block

      notify:

        - workflow_owner

        - designated_reviewer

  - id: block_unverified_source_use_for_grounded_outputs

    description: "Outputs presented as grounded or policy-based must rely on 
permitted sources."

    when:

      output_mode_in:

        - policy_recommendation

        - contract_summary

        - dispute_resolution

        - eligibility_support

    require:

      source_references_present: true

      source_collection_status: permitted

    on_fail:

      effect: hold_for_review
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      notify:

        - workflow_owner

  - id: pause_on_anomaly_threshold

    description: "Pause workflow when anomaly thresholds or repeated override 
patterns suggest degraded trust."

    when:

      any_of:

        - anomaly_score_gt: 0.85

        - override_rate_window_gt: 0.30

        - source_conflict_detected: true

        - unsafe_tool_request_detected: true

    on_trigger:

      effect: pause_workflow

      notify:

        - workflow_owner

        - security_contact

        - designated_reviewer

  - id: restrict_tool_execution

    description: "Generated outputs may not invoke tools outside the approved 
tool set."

    when:

      tool_request_present: true

    require:

      requested_tool_in_approved_set: true

      action_scope_within_policy: true

    on_fail:

      effect: deny_tool_execution

      notify:
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        - workflow_owner

  - id: record_override_event

    description: "Any human rejection, revision, or escalation of AI output must 
create an event record."

    when:

      reviewer_action_in:

        - reject

        - revise

        - escalate

        - pause

    require:

      reviewer_id_present: true

      reviewer_action_reason_present: true

      linked_trace_id_present: true

    on_fail:

      effect: block_finalization

      notify:

        - workflow_owner

These rules matter because they make explicit what many organizations
otherwise leave implicit. The first rule encodes the idea that high-impact
actions require named approval, which is supported by the broader control
logic of Article 14 and by the book’s argument that consequential outputs
should not move silently into action. The second operationalizes the need to
verify and constrain grounded outputs, consistent with the NIST GAI
Profile’s attention to source verification. The third treats anomaly patterns
and repeated overrides as governance-relevant events rather than as
background noise. The fourth translates OWASP’s concerns about excessive
agency and unsafe action paths into a practical boundary. The fifth ensures
that human oversight does not disappear into undocumented intuition.
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The value of a policy artifact like this is not that it replaces judgment. It
does the opposite. It gives judgment a consistent place to live inside the
workflow so that approval, blocking, escalation, and logging can happen
predictably instead of only when someone happens to remember.
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Appendix B — Evidence Logging Schema
and Field Logic

The evidence logging schema below is also sample implementation
guidance rather than mandatory text from a framework. Its purpose is to
help teams think about what a meaningful trace for a consequential AI
workflow should contain. NIST AI RMF’s production-monitoring
expectation (MEASURE 2.4) and the NIST GAI Profile’s recommendations
around source verification and override documentation strongly support
the categories included here, even though they do not dictate a universal
JSON structure.

{

  "event_id": "evt_000942",

  "trace_id": "trc_74ad3c",

  "timestamp_utc": "2026-03-04T10:24:31Z",

  "workflow_name": "customer_dispute_assistant",

  "workflow_version": "wf_v12",

  "model_service": "llm_provider_x",

  "model_version": "model_2026_02",

  "prompt_template_version": "pt_18",

  "retrieval_profile_version": "rp_07",

  "input_class": "refund_dispute",

  "source_references": [

    "policy_refund_v5",

    "case_history_4831",

    "faq_disputes_v3"
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  ],

  "tool_request": null,

  "output_type": "recommended_resolution",

  "output_risk_label": "high",

  "policy_flags": [

    "high_impact_customer_outcome"

  ],

  "review_required": true,

  "reviewer_id": "agent_204",

  "reviewer_action": "reject",

  "reviewer_reason": "retrieved policy mismatch",

  "override_event": true,

  "final_action": "escalated_to_manager",

  "execution_status": "not_executed_directly",

  "incident_link": null

}

Each field should exist for a reason. workflow_name and workflow_version
identify the live control object rather than merely the model.
model_version, prompt_template_version, and retrieval_profile_version
help reconstruct behavior when the base model is unchanged but the
workflow configuration is not. source_references make grounded outputs
inspectable. output_risk_label and policy_flags capture why the workflow
may have required additional friction. reviewer_action, reviewer_reason,
and override_event preserve the human control path. final_action and
execution_status distinguish suggestion from actual operational
consequence.

For the HR screening assistant, a similar schema might capture criteria
version, candidate-material references, reviewer disposition, and whether
the AI draft note was accepted or revised. For the finance assistant, it might
include transaction class, routing status, approval role, and whether
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payment release remained blocked pending human confirmation. The exact
fields will vary, but the logic should remain the same: the trace must
support reconstruction, challenge, and learning.
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Appendix C — Human-in-the-Loop
Workflow Specification

A workflow specification for human oversight should be explicit enough
that a reviewer, engineer, auditor, or product owner can all understand the
same control point in similar terms. Article 14 and NIST’s role-
differentiation guidance both support the need for clarity about who
oversees what, when they do it, and what they can do.

Below is a sample HITL specification structure.

Workflow: Finance Payment Approval Assistant

Trigger condition:

AI output recommends approve / hold / escalate for flagged payment
case

or output risk label = high

or anomaly flag is present

Reviewer role:

Payments reviewer with approval authority for defined transaction band

Senior reviewer required for threshold-exceeding or exception cases

Reviewer view:

transaction context

rule or anomaly reason

source references used by workflow

current policy reference

model output and risk flag

prior related reviewer decisions where relevant
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Allowed reviewer actions:

approve

reject

revise rationale

escalate to second reviewer

pause workflow

Recorded evidence:

reviewer ID

reviewer action

short reason

timestamp

linked trace ID

final execution status

Escalation path:

second reviewer for threshold or ambiguity cases

workflow owner notification on repeated anomaly patterns

security notification if suspected misuse or tool boundary issue occurs

This specification matters because it prevents oversight from dissolving
into custom and assumption. It also clarifies that human involvement is not
one uniform act. The reviewer’s role, threshold, action set, and evidence
obligations can differ meaningfully from workflow to workflow. A support
assistant may need one design. A security copilot may need another. A
hiring workflow may need another still.
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Appendix D — Vendor Due-Diligence
Question Bank

Organizations often pretend vendor due diligence is a procurement ritual
that sits somewhere upstream from real operations. In practice, vendor
dependencies shape the live control profile of AI workflows in ways that can
be highly consequential. NIST’s governance and lifecycle framing, along
with OWASP’s attention to supply chain and tool boundaries, support
treating vendor questions as part of operational readiness rather than as
checkbox buying behavior.

A strong due-diligence question bank should ask at least the following.

On model and behavior transparency

What identifiers are available for model version, service version, and
material behavior changes?

How are major safety, refusal, moderation, or routing changes
communicated?

What notice is provided when a model is deprecated, substituted, or
materially updated?

On logging and evidence

Can the customer export workflow-relevant logs or traces?

Are prompt-template versions, tool requests, and output events attributable
in tenant-level records?

Can override-related events or approval events be linked to workflow
traces?
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On data and source handling

Are customer prompts, uploads, or outputs used for vendor training by
default?

How are retrieved or connected data sources segregated by tenant?

What controls exist for connector permissions and plugin boundaries?

On actionability and control

Can specific tools or actions be disabled or scoped by customer policy?

Can the workflow require human approval before certain actions or
categories of output proceed?

Can the service be narrowed, degraded, or paused safely if risk concerns
emerge?

On incident response

What incident-notification commitments exist?

How are prompt-injection-like misuse events or suspected data-exposure
events handled?

What evidence can be provided after a disputed output or harmful
operational event?

On validation support

What testing artifacts, evaluation guidance, or release notes are available to
help customers validate changes?

Does the vendor disclose known limitations for grounded outputs, tool use,
or specific domains of use?

Are there features that support source visibility, citation checking, or
output verification?

These questions matter because they force the organization to evaluate
whether the vendor relationship supports the control stack described in the
book or undermines it. A vendor that offers no meaningful version
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visibility, no exportable evidence, and no control over action boundaries
may still be useful in low-stakes contexts. It is a much weaker candidate for
consequential workflows.
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Appendix E — Minimal Readiness Test
Suite

A workflow is not ready simply because the team has written policies and
can show pretty diagrams. A serious readiness posture includes a test suite
designed around realistic workflow risk rather than only happy-path
evaluation.

A minimal test suite for operational readiness should usually include five
classes of tests.

The first is normal-flow regression testing. These tests confirm that the
workflow still performs its intended function in ordinary cases after
changes. For the customer-support assistant, that might include standard
dispute cases across refund, escalation, and denial scenarios. For the
finance assistant, it might include ordinary flagged and unflagged
transaction cases across several typical categories.

The second is misuse and adversarial testing. These tests probe prompt
injection, untrusted context influence, contradictory source material, or
attempts to push the system beyond intended scope. For the security
copilot, that may include manipulated alert narratives or misleading ticket
comments. For the procurement assistant, it may include conflicting
contract and questionnaire evidence.

The third is oversight and approval testing. These tests verify that high-
impact outputs actually route to review, that reviewers see the right
context, that they can reject or escalate meaningfully, and that those actions
are recorded. A good approval gate should be testable like any other
workflow component. It should not exist only in policy language.

The fourth is change-control testing. These tests validate that meaningful
changes — prompt edits, retrieval expansions, tool additions, interface
shifts, vendor behavior changes — produce the expected validation steps
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and do not enter use silently. This is especially important because many AI
workflow failures arise from “small” changes that were never treated as
operationally significant.

The fifth is incident and rollback rehearsal. These tests verify that the
workflow can be paused, narrowed, or rolled back when certain thresholds
are met and that evidence is preserved for review. It is much better to
discover in a tabletop exercise that your supposed pause mechanism is
socially or technically unusable than to discover it in the middle of a real
complaint, payment error, or security event.

A lightweight example of a minimal readiness test register might look like
this:

RT-01  Standard customer refund dispute / expected recommendation + review trace

RT-02  Conflicting policy-source retrieval / expected escalation

RT-03  Prompt-injection-style malicious context / expected block or hold

RT-04  High-impact payment case / expected approval gate

RT-05  Reviewer override action / expected override record created

RT-06  New prompt version rollout / expected regression test completed

RT-07  Unsafe tool request / expected denial of execution

RT-08  Anomaly threshold spike / expected pause or narrowing trigger

A test suite like this does not prove the workflow is perfect. It proves the
organization is capable of examining the workflow as a live operational
system rather than as a static claim.
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Where to Go Next

A book can describe a control. It cannot tell you whether yours works.
These are the most useful next steps, in the order most readers will want
them. (This book lives at fairbydesign.org/operational-ai-readiness/; that is
the link to share.)

1. Assess one workflow (free, about ten minutes)

The Operational AI Readiness Assessment turns this book into five
classification questions and twenty-four control questions across eight
domains, drawn from Chapters 3 to 10 and Appendix E. You answer for one
workflow. A “yes” counts in full only if you could show the record. You get
your weakest domain, the chapter to read next, and the sprint week where
the fix belongs. Nothing is stored unless you choose to save it.
app.fairbydesign.org/tool/oar

2. Run the 30-day sprint

Chapter 10 and Appendices A to E are designed to be used, not admired.
Start with Appendix E, choose the workflow that worried you most in the
assessment, and give it four weeks.

3. Stay current with the Mercury Brief (free)

Regulation and attack techniques move faster than books. The 2026 Digital
Omnibus changed the EU AI Act’s timeline months after this book was
written. The Mercury Brief is FairByDesign’s free briefing on AI controls,
incidents and regulatory change. fairbydesign.org/subscription

4. Keep this work independent

FairByDesign is funded by its readers. Give once ($5, $10, $25, $50 or any
amount), give monthly ($10 or $25), or become a patron at
fairbydesign.org/patrons-2.

https://fairbydesign.org/operational-ai-readiness/
https://app.fairbydesign.org/tool/oar
https://fairbydesign.org/subscription/
https://fairbydesign.org/patrons-2/
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$5 once  $10 once  $25 once  $50 once  Any amount  $10 monthly

$25 monthly

5. Go deeper

Mercury Intelligence ($10 a month or $100 a year) is FairByDesign’s
continuing research service: deeper analysis, evidence and regulatory
developments. fairbydesign.org/subscription

The Premium edition ($49) adds five chapters to this one: privacy by
design, bias detection and metrics, governance monitoring and continuous
compliance, a ten-dimension operational maturity model, and
communicating findings to stakeholders. It also adds four appendices: an
AI incident-response playbook, an assessment scorecard, a structured
assessment walkthrough, and findings-communication templates. This free
edition is complete on its own; the Premium edition is for teams that need
to score, monitor and report. fairbydesign.org/operational-ai-readiness

The Executive AI Decision Program ($499) is for leaders who have to
decide what to deploy, what to stop, and what evidence to demand.
fairbydesign.org/fairbydesign-executive-ai-decision-program-enroll

https://buy.stripe.com/6oU9AU5qF7AOfIoewO9fW0a?prefilled_amount=5.00
https://buy.stripe.com/6oU9AU5qF7AOfIoewO9fW0a?prefilled_amount=10.00
https://buy.stripe.com/6oU9AU5qF7AOfIoewO9fW0a?prefilled_amount=25.00
https://buy.stripe.com/6oU9AU5qF7AOfIoewO9fW0a?prefilled_amount=50.00
https://buy.stripe.com/6oU9AU5qF7AOfIoewO9fW0a
https://buy.stripe.com/9B628sf1fg7k8fWagy9fW0b
https://buy.stripe.com/cNi5kE06l2gu67O4We9fW0c
https://fairbydesign.org/subscription/
https://fairbydesign.org/operational-ai-readiness/
https://fairbydesign.org/fairbydesign-executive-ai-decision-program-enroll/
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